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Introduction 

The central challenge for contemporary quantitative genetics is no longer access to genomic 

data, but analysis at scale and ancestry-aware analysis. In livestock and crop populations, 

genotype and whole-genome sequence datasets continue to grow in both the number of 

individuals and the number of sequence variants. The standard representation of such data as a 

genotype matrix is incurring quadratic storage cost, which is becoming a challenge when both 

the number of individuals and the number of sequence variants are in millions. Furthermore, 

many downstream analyses, particularly fitting linear mixed models (LMM), is an even larger 

computational challenge with these genomic datasets. Such datasets hold vast amounts of 

genetic variation within and across breeds and their sub-species, with Bos Taurus and Bos 

Indicus being one prime example. This genetic variation is currently not comprehensively 

modelled with the state-of-the-art LMMs, largely due to the computational challenges. 

One way to bypass these issues is to leverage the significant redundancy of information in 

genomic data. Ancestral recombination graphs (ARGs) remove this redundancy by storing 

genetic events that have generated the observed genomic data. Brandt et al. (2024), Lewanski 

et al. (2024), and Nielsen et al. (2024) provide introductions to this topic. Specifically, ARGs 

encode how genome segments (haplotypes) are inherited through time via replication (when 

viewed forwards-in-time or coalescence when viewed backwards-in-time), mutation, and 

recombination. The tree sequence data format provides an efficient encoding of ARGs (Wong 

et al., 2024), often enabling major gains in storage and compute for genome-scale analyses 

(Ralph et al., 2020). The tree sequence has five key tables: i) an individual table to store 

individual identification and other attributes, ii) a node table to store haplotype identification, 

time of creation, and individual identification, iii) an edge table to store shared segments 

between ancestor-descendant haplotypes (edges are also called branches), iv) a site table to 

store sequence variant identifications and their ancestral allele, and v) a mutation table to store 

changes in haplotype sequence as they are passed between generations. Critically, ARGs 

enable large-scale methods to use whole-genome sequence via ancestry-aware relatedness 

rather than relying only on observed marker genotypes. 

We have recently developed two key contributions to quantitative genetics by leveraging the 

tree sequence encoding: i) a branch-based view of genetic relatedness (branch GRM) with 

efficient linear algebra operations (Lehmann et al., 2025), and ii) an ARG-based LMM with 

scalable estimation of variance components via REML and additive genetic values via BLUP 

(Lee et al., 2026). Here, we provide an intuitive entry point to ARGs and the recently developed 

ARG-based LMM by using a small example and summarise key theoretical, algorithmic, and 

software results from Lehmann et al. (2025) and Lee et al. (2026). We close with a discussion 

of the known challenges, open questions, and active area of research. 

 

An ARG example 

In Fig.1 we display an ARG example with two sampled individuals (0 and 1) and their four 

haplotypes (a-d) spanning ten sites in genome. The ARG includes four additional, ancestral, 
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haplotypes (e-h) and seven mutations (mX@Y - mutation number X @ site number Y; and 

coloured in red). The ancestral haplotypes and mutations explain the variation in the sampled 

haplotypes (a-d). The root haplotype (h) has a sequence of ancestral alleles (0) and existed 

many generations ago (note the time on the y-axis). As this haplotype has passed between the 

generations it mutated, generating variation in the four sampled haplotypes at the bottom of the 

ARG. We indicate the multi-generational inheritance of haplotypes with thin bars overlaid on 

the lines of descent and assign them a number backwards-in-time. Note that haplotype b is a 

recombinant, it inherited a segment of haplotype e [0-5) and a segment of haplotype f [5-9], 

each denoted with a corresponding shorter thin bar. This recombination creates two distinct 

lines of descent for the haplotype b. Recombination events therefore invariably lead to a 

complex directed acyclic graph of the haplotypes. If we split the haplotypes at recombination 

breakpoints, we obtain multiple directed acyclic graphs, which all simplify into simple local 

trees connecting a large number of (sub-)haplotypes. Note that ARGs in general include 

multiple roots that have been created at different time points. See Brandt et al. (2024), 

Lewanski et al. (2024), and Wong et al. (2024) for more ARG examples. 

 

 
Figure 1: An ARG example (see the above text for description). 

 

Tree sequence encoding and quantitative genetic variation 

The tree sequence encoding of the ARG example is shown in Fig.2. We use a variant of 

mutation, edge, node, and individual tables (Wong et al., 2024) with identifications from Fig.1. 

To also encode quantitative genetic variation, we assign mutations an effect (red “effect” 

column in Fig.2). Because mutations occur during the inheritance of haplotypes between 

generations, their effects give rise to edge/branch values (green “value” column in Fig.2), 

which in turn give rise to node values (blue “value” column in Fig.2), and these finally give 

rise to individual additive genetic values (purple “value” column in Fig.2). When there are 

multiple mutations on a branch, their individual contributions to the branch effect and the 

cumulative branch value are inseparable until a downstream recombination event. When a 

descendant node inherits from just one ancestral node, the node and incoming branch have the 

same value because they represent the same haplotype. The key takeaway from this tree 

sequence (table) representation of the ARG, the corresponding haplotypes, and quantitative 

genetic variation is that it provides a compact storage of genomic data with which we can 

perform computations efficiently (Ralph et al., 2020; Wong et al., 2024). The storage 
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efficiency comes from storing each mutation only once (even if it is inherited by many 

individuals) and computational efficiency comes from leveraging the implicit graph structure. 

 

 

 
Figure 2: Top: Tree sequence encoding of the ARG example from Fig.1, augmented with 

mutation effects and corresponding values of haplotypes/branches/edges, genomes/nodes, and 

individuals. Bottom: The ARG example from Fig1. augmented with the effects and values. 

 

ARG-based LMM, algorithms, and software 
The tree sequence encoding of individuals’ haplotypes and associated quantitative genetic 

variation enables a direct link to the standard LMM used in quantitative genetics: 𝒚 = 𝑿𝒃 +
𝒁𝒂 + 𝒆. Specifically, we first expand individual’s additive genetic value into a linear 

combination of incoming sub-edge (haplotype) values: 𝒂 = 𝑾𝒉, where 𝒉 (𝑛𝑁 × 1) are values 

of the 𝑛𝑁 sub-edges and 𝑾 is the corresponding sparse design matrix. The sub-edges are 

created by recursively splitting edges such that there are no recombinations below a sub-edge 

(Lee et al., 2026). The recursive structure among sub-edges in the ARG gives the next 

expansion to 𝒂 = 𝑾𝑻𝒏, where 𝒏 are independent sub-edge effects due to independent mutation 

effects and 𝑻 is a design matrix that accumulates the sub-edge effects into sub-edge values. 

The corresponding covariance of additive genetic values based on the given ARG is then 

𝑉𝑎𝑟(𝒂|𝑾, 𝑻) = 𝑉𝑎𝑟(𝑾𝑻𝒏|𝑾, 𝑻) = 𝑾𝑻𝑵𝑻𝑇𝑾𝑇𝜎𝑚
2 = 𝑮𝜎𝑚

2 , where 𝑮 is the branch-based 

genetic relatedness matrix (branch GRM; Lehmann et al., 2025). In Lehmann et al. (2025) we 

compare branch to pedigree and genotype GRMs. The branch GRM describes relatedness 

among the sampled individuals based on the history of their genomes encoded in an ARG. The 

𝑵 is a diagonal matrix with i-th element equal to 𝑡𝑖 × 𝑠𝑖 × 𝜇, where 𝑡𝑖 is the time-length of the 

sub-edge, 𝑠𝑖 is the genome-length (span) of the sub-edge (such that 𝑡𝑖 × 𝑠𝑖 represents a sub-

edge “area” where mutations had an opportunity to occur), and 𝜇 is per base-pair mutation 

rate. Finally, 𝜎𝑚
2  is the variance of independent mutation effects. In practice, an ARG is inferred 

from observed haplotypes and an alternative formulation of 𝑵 could use the observed instead 
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of the expected number of mutations on a sub-edge, showing the difference between the true 

and observed 𝑮, possibly also accounting for causal and neutral mutations. The usefulness of 

these different 𝑮 will depend on the density and type of variants used to infer the ARG. 

Because an ARG is a directed acyclic graph, the inverse of 𝑻 has a simple and sparse structure 

facilitating the use of fast linear algebra operations to fit ARG-based LMM to observed data, 

akin to pedigree-based LMM (Henderson, 1976). However, the number of sub-edges is 

generally prohibitive for all but small datasets. We bypassed this challenge by developing a 

fast matrix-vector multiplication algorithm, 𝑮𝒙, that has nearly linear complexity in the number 

of individuals and edges, and critically works directly on tree sequence without forming sub-

edges or 𝑮 (Lehmann et al., 2025), akin to the pedigree-based algorithm in Colleau (2002). 

This algorithm enabled us to implement a rapid principal component analysis of 𝑮 that easily 

scales to millions of genomes. We further used this algorithm with preconditioned conjugate 

gradient method and stochastic trace estimation method to develop a scalable estimation of 

variance components with AI-REML and additive genetic values with BLUP (Lee et al., 2026). 

The algorithms are implemented in open-source software tskit (Jeffery et al., 2026) and tslmm 

(Lee et al., 2026), with easy-to-use Python interfaces and efficient computations in C. 
 

Discussion & Conclusions 
The presented introduction to ARGs and ARG-based LMM with associated theoretical and 

algorithmic advances are opening opportunities to work with genomic datasets encompassing 

millions of whole genomes. However, there are still some known challenges and open 

questions before these advances will be used in practice. First, all the presented work assumes 

the availability of an ARG, which requires phasing of genotype data and inference of an ARG 

from these haplotypes. Second, it is not yet known in which settings the ARG-based LMM will 

be more useful to the standard LMM based on genotypes (GBLUP) or pedigree-and-genotypes 

(ssGBLUP) and their many variants. This question is also related to the question of the 

usefulness of SNP array genotype data versus whole-genome sequence data and how well SNP 

markers capture quantitative genetic variation with the standard models compared with 

haplotypes. We anticipate inferential advantage with ARG-based LMM when analysing data 

across populations and their crosses or admixture settings, particularly involving sub-species. 

Third, important for many applications is also development of a pedigree-and-ARG LMM. All 

these topics are an active area of research, with several research groups working on inference 

and computational algorithms for ARGs as well as related data structures (DeHass et al., 2026). 
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