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Introduction

Students increasingly use large language models (LLMs) for learning. However, the default
behavior of LLMs (providing direct and helpful answers) often conflicts with the objectives of
education. Students should be encouraged to think for themselves and struggle first, before
reaching out for help or instruction (Kapur 2016). In particular, our undergraduate animal
breeding courses require students to apply knowledge by selecting appropriate formulas,
perform calculations, and interpreting results. Providing immediate answers by a teacher or an
LLM reduces productive struggle, which might undermine the learning process (Kasneci et al.
2023).

Although the use of LLMs by students might be harmful for learning, it also provides
opportunities to improve the learning process. According to research from Bloom (1984) that
describes the “2 sigma problem”, students who received one-to-one tutoring performed about
two standard deviations better than students taught in a typical classroom setting. Although
individual tutoring by human teachers is expensive and hard to scale, we might be able to offer
a personalized tutor to each student using LLMs. Another potential advantage of using a
computer tutor instead of a human tutor, is that it can lower the social barrier to asking “simple”
questions, because students feel safer to ask anything without feeling judged or embarrassed.
This may especially help quieter or less confident students and make support more equal.

To support students and preserve the learning process, we developed ChatABG (Duenk 2025).
This custom LLM-based Al tutor serves the Animal Breeding and Genetics (ABG) course at
Wageningen University & Research. This undergraduate course relies heavily on tutorials and
practicals, where students are asked to recall course concepts and formulas, perform
calculations, and interpret results. Most learning outcomes of this course are at the Apply level
of Bloom’s (revised) taxonomy (Anderson and Krathwohl 2001). We designed ChatABG to 1)
align notation and explanations with course materials, 2) use a Socratic tutoring style that
guides students rather than giving answers, and 3) provide accurate support for calculations.
The primary aim of ChatABG was to support students during tutorial and practical sessions,
and help them prepare for the exam in a fun and engaging way. ChatABG is available for
everyone via: https://thesis-lab.com/breeding-tools/chatabg-ai-tutor-for-abg/.

This paper describes the workflow that was used for the development of ChatABG. We report
some first observations from field tests during the course, and summarize lessons that may be
relevant for teachers that want to develop a similar tool for their own courses.

Materials & Methods

Design workflow. We used an iterative five-step workflow to develop ChatABG (Figure 1):
1. Define capabilities and criteria.

Plan evaluation using test materials, evaluation forms, and version control.

Write the system prompt.

Iteratively evaluate and refine the system prompt.

Field test the tool in a live course setting to gather feedback.
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Figure 1. Overview of the design workflow for a custom course-specific LLM

Prompt design. ChatABG functions as a personal tutor that guides the student towards the
answer, rather than a shortcut to direct answers. For quantitative exercises, the system prompts
students to identify relevant concepts and formulas before providing hints and guidance. The
chatbot provides explicit hints only when students fail to progress. A typical intended
interaction can be summarized as follows: Student question — Ask guiding questions —
Student response — Hints (as needed) — Student response — Check student answer and
provide feedback and deepening questions

Implementation. At the start of this project, we explored different options for the
implementation of ChatABG. Our initial preferred option would be to run the tool locally on
WUR servers, because this would allow us to protect our course materials. However, we
learned early on that this would be very challenging, considering that 1) we would not be able
to use the state-of-the-art LLMs such as GPT-5 or Gemini 2.5, 2) it would require extensive
technical support from our IT department, and 3) it would cost a large amount of computing
power. Furthermore, we wanted to offer students a friendly user interface and fast responses,
which would probably not have been possible with a locally run LLM. We therefore chose to
create a custom GPT in ChatGPT and a Gem in Google Gemini.

Evaluation and version control. We developed a set of 20 test questions that teachers would
typically receive during tutorials, or that students are likely to ask when studying for the exam.
We also directly copied some questions from tutorials. The questions varied from conceptual
to computational and varied in difficulty level. We evaluated each version of ChatABG using
a rubric with ten criteria scored on a 1-5 (worst to best) scale, focusing on:

e Accuracy of calculations

e Socratic guidance and hint progression.

o Notation consistency.

o Alignment with course materials.

e Guardrails.

e Tone.
We tracked system prompt versions using git. Each version was tested against the above
evaluation criteria using the test questions as input. Based on the evaluation, the system prompt
was updated to a new version.



Field Test and Data Sources. We field tested ChatABG by offering the tool to the student
cohort of academic year 2025-2026. Usage frequency was tracked using a voluntary
registration system. Students needed to click a link in the first response of ChatABG to register
their session. For evaluation, we included two questions related to ChatABG to the course
evaluation form, and asked for experiences and feedback on ChatABG in class. Some students
also mentioned ChatABG in the comments of the course evaluation form.

Results

User statistics showed that the tool was most heavily used during the first two weeks of the
course (Figure 2, left). After that, usage frequency sharply declined and stabilized at around 10
for weeks 3 to 4, and declined further until right before the exam. Most conversations were
registered on days that tutorials (Tuesdays and Thursdays) and practicals (Mondays) took place
(Figure 2, right), suggesting that students mainly used ChatABG while in class. Note that the
number of registered conversations is probably an underestimate of the actual number of
conversations that were held with ChatABG, because registration was on a voluntary basis.
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Figure 2. Number of registered conversations with ChatABG during and after the course was
taught (left), and number of registered conversations per day of the week (right).
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Figure 3. Overview of student responses to the ChatABG related questions included in the
course evaluation form. Question 19 was answered by 20 students, and question 20 was
answered by 18 students.



In the course evaluation, students differed greatly in opinion of ChatABG. About 30% of
students (scores 4 and 5) reported that ChatABG helped them to a great extent, while about
45% of students (scores 1 and 2) reported that ChatABG did not help them at all (Figure 3).
About 30% of students (scores 4 and 5) said that ChatABG uses an appropriate balance between
guiding questions and providing hints or answers, while about 32% (scores 1 and 2) did not
agree with this statement.

Discussion

We developed ChatABG to address an important challenge in teaching and education. Students
that use cloud-based LLMs such as ChatGPT or Gemini may be at risk of not achieving the
course learning outcomes, because the struggle that is necessary for learning is not experienced
(Kasneci ef al. 2023). The goal of this project was to design a custom LLM-based chatbot that
is restricted from providing direct answers, but instead promotes the learning process of the
student. In our experience, it was extremely difficult to convince the LLM to not give direct
answers, because it was designed to do the exact opposite. The system prompt of ChatABG
therefore mainly contains guidance for the model to prevent giving direct answers.

A critical aspect of the tool’s effectiveness is how students are instructed to use it. If students
expect a quick and direct answer, they can get frustrated when the chatbot starts asking guiding
questions instead, after which they might decide to use general LLMs such as ChatGPT or
Gemini. During tutorials, we often observed that students were not aware of the context they
need to provide to ChatABG, in order to get a good answer. This shows that students need good
prompting skills and experience with interacting with LLMs, also when interacting with custom
chatbots that are specifically designed for a course.

Finally, continuity and robustness remains a challenge. Model updates or platform changes can
alter chatbot behavior and requires frequent re-testing. One way to overcome this is to use an
open source model in a local environment or on a university server, but this has its own
challenges and limitations. One of the benefits of the current implementation, is that the tool is
freely available to everyone, including students of animal breeding from other universities.

Conclusions

We developed ChatABG, a course-aligned LLM-based Socratic chatbot for an undergraduate
course on animal breeding and quantitative genetics. The main takeaway of our experience is
that the technical implementation of such a tool is relatively straightforward, and that the main
challenge is to incorporate good didactic characteristics and behaviour in the design of an Al
tutor.
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