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Introduction

Accurate association of expressed phenotype to an individual’s genetic variants through purely in-
silico modeling represents a central multi-omic objective in genetic research. One core challenge
that complicates this aim lies in the density of single nucleotide polymorphisms (SNPs) found in
genomic regions that do not encode protein products. SNPs in exomic loci represent the most
understood variant-to-molecular consequences but comprise a relatively minor proportion of the
total variant density (less than 2%) (Yin ef al., 2025). The vast non-coding regions that dominate
genomes, where the majority of SNPs reside, include known and predicted functional regions
which control the mechanisms regulating gene expression. Deep learning foundational models
(FMs) represent a developing strategy to model these regulatory interactions in non-coding
regions, supported by technological advancements in the field of natural language processing.
‘Sequence-to-function” FMs are built and trained on extensive experimentally derived genomic
datasets (ATAC-seq, ChIP-seq, etc.), which can then take previously unseen DNA sequences as
an input and predict functional annotations of variant loci. These predicted values are denoted as
‘genomic tracks,” where each genomic unit (i.e. the model’s lowest basepair resolution) is assigned
a value for different modalities, such as: gene expression, splicing, DNA accessibility, histone
modification, chromatin conformation (Avsec et al., 2021). Many of the current applications of
these sequence-to-function FMs do not benchmark their cross-domain generalization to livestock
animal genomes, specifically ones with high agricultural impact, such as Sus scrofa. Given this
underrepresentation, and the prospective breeding benefits from greater resolution of regulatory-
variant influence, we wanted to explore how the attention-based neural network Enformer (Enf)
from Avesc et al. (2021), the precursor to the transformed-based AlphaGenome from Avesc ef al.
(2026), could be used to generate SNP-feature embeddings that when regressed, increase the
accuracy of predicting quantitative phenotypes.

Materials & Methods

Enf processes a fixed-length DNA sequence of 1 = 196,608 bp using strided convolutions,
pooling, and progressive downsampling, resulting in a final convolutional stack of d = 3072
dimensional hidden vectors. Each vector represents a single hidden genomic “bin”, where each
bin corresponds to a non-overlapping 128 bp block of the full sequence, representing the
effective resolution of the model. Only the central 114,688 bp region of the input window
generates hidden representations, producing approximately 896 bins, as the edges of the
receptive field produce unreliable representations due to their truncated convolutional inputs,
attributable to the imposed window boundaries.

To build whole-genome variant effects (i.e. the quantification of a variant’s disruption to the
learned regulatory potential), genomic windows of length 1 were derived for every biallelic
variant loci (~8ES5 variants total) from a cohort of 2,796 Duroc pigs sourced from Yang et al.
(2021) (prefiltered by the authors for all multiallelic loci). Centered on each variant, one window


https://doi.org/10.31274/wcgalp.24237
https://creativecommons.org/licenses/by/4.0/
mailto:aeweber@ucdavis.edu

contains the reference (REF) sequence, and one window contains the alternative (ALT) variant
sequence, using the susScrll.fa reference genome (v. 2017-08) (Fig. 1). Windows were then
right or left-shifted for SNPs occurring near the boundaries of the chromosomal contigs (to
preserve the expected window size), and written to a browser extensible data (bed) format file.
The calculated index of the hidden bins was written to a supporting file for the subsequent
alignment of bin IDs to the centered SNP-containing-bin. Note that SNPs with REF records that

Reference Genome Genomic Window 1 Bin = 128 BP input
VCF Chr REF ALT " * |Bin = Enformer Internal Hidden Activation Vector
L _ )

1 -9.8E4 BP -9.8E4 BP D=3072

SNP Chr BP l
SNPy| 1 | 1082 Q/e 9 +9.8E4 BP
SNP2| 1 | 3403 o ¢ ! L REF— IB" " B:n| 8, |E2

2

Sb:lPa . -9.8E4 BP +9.8E4 BP
: N - ALT - e e e ] [ea
SNPy | Chry | BPy |B "B. | - |E
o

1 ) ) .
e hjoZBm‘f Mean Pooling of Bin:
i

o | T
z @
-l

10417
+9.8E4 BP +9.8E4 BP

H
;

Calculate a single D
_ pALT _, REF ional f
? sy T i
0 REF/REF
P
1 ALT/REF E G E
0 ATALT E, & SNP; SNP: SNPs 2 Py
1 0o 1 1 1 0.5 15 o Regression
s\ | 01 0.2
2 1 2 0 E-G 2 20| _ |27
swe: [ 03 04 ID ID - —P=G-p+H-p+¢
3|0 1 1 3 -0.5 25
sNe3 | 02 04
4 2 1 0 4 0.5 20

don’t match the FASTA were culled.
Figure 1. Graphical overview of the Enf-to-feature embedding pipeline (steps 1-7).

In detail, the Enf model (v. 0.8.11) was loaded on H100 GPU, with pretrained (i.e. without fine-
tuning) model weights from EleutherAl on HuggingFace (Avsec et al., 2021). For the zero-shot
forward passes of the REF and ALT windows, each base in the sequence string was converted
to numeric encodings and stacked into tensors of shape (1, 4), where 4 represents each of the
nucleotides. Model hidden internal activations were captured from the forward passes and
indexed by bin using the previously calculated index. We considered the immediate genomic
context as the most representative region to derive the regulatory potential as the proximal £20
bins to the SNP-containing-bin (~+2.5 kb total context). The magnitude of regulatory potential
for each of these localized bins was calculated as the Euclidean L2 norm of the delta in d-
dimensional vectors between the ALT and REF respective bins, Eq. 1.

Ahy = har(b) — hrer(b)

§p = [|Ahpll> (1)
where b represents the bin id, / represents the d-dimensional vector, and & represents the L2
norm. The selected top £ = 10 bins, with the greatest L2 norm magnitudes (i.e. the greatest
perturbation in regulatory potential) were then pooled via averaging for both the REF and ALT
windows, Eq. 2.
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where TopK represents the bin identity of the b bins containing the greatest L2 norm magnitudes,
and AH represents the final per-SNP d-dimensional vector. The calculated difference from the
mean-pooled ALT and REF vectors generates the target per-SNP feature embeddings, which are
stored as numpy arrays. This procedure yields the Enf embedding matrix E, with rows
corresponding to SNPs and columns corresponding to features in the learned embedding space.
To construct the genotype matrix G for the population, we encoded per-individual SNP dosages
based on the number of copies of the ALT allele. Each ALT allele was assigned a value of 1,
while each REF allele was assigned a value of 0, yielding integer dosage values per SNP for
each individual. This results in a matrix with rows corresponding to individuals and columns
corresponding to SNPs. The matrix product of G and E yields the matrix H, where each feature
dimension represents the summed, dosage-weighted regulatory potential across all SNPs for a
given individual. To ensure alignment between the Enf embedding matrix E and the allelic
dosage matrix G, an ordered list of SNPs was constructed and applied consistently to both
matrices.Alignment was validated by confirming concordance in SNP identifiers and the total
number of SNP features shared between matrices.

To evaluate the potential gain in genomic prediction accuracy from incorporating Enf-derived
regulatory representations, we fitted a regression with phenotypic values (y), genotype
information (G), and the individual-level Enf representation (H) modeled jointly. Analyses were
conducted in Julia for Whole-Genome Analysis (JWAS) using BayesC as the shrinkage prior
(Cheng et al., 2018; Cheng et al., 2022). An 80/20 train—test split was applied, with 20% of
samples held out to assess predictive performance. This procedure was repeated for five
replicates with randomized training and testing partitions. Predictive accuracy was measured as
the Pearson correlation between estimated breeding values (EBVs) from the testing set and the
corresponding observed phenotypic values.

Supporting Dataset. 2796 haplotype genome sequenced Duroc pigs sourced from Yang et al.
(2021) with 7 agriculturally relevant quantitative traits: total teat number (TTN), left teat number
(LTN), right teat number (RTN), back fat thickness (BF), loin muscle depth (LMD), lean meat
percentage (LMP), time spent eating per day (TPD).

Genomic intervals (196,608 bp) centered on each variant were constructed for REF and ALT
alleles, and passed through a pretrained Enf model to obtain learned regulatory representations
for the central 114,688 bp region. Bin-level d-dimensional vectors were extracted, with the
magnitude regulatory potential computed as the Euclidean L2 norm of the mean-pooled +20 bins
(proximal to the central variant) for the ALT and REF sequences. The variant effect was then
defined as the difference between ALT and REF pooled vectors. The dot product of the per-
individual SNP dosages (G) with the embedding matrix (E) produced the additive, dosage-
weighted regulatory scores (H), which were subsequently regressed against the phenotype.

Results

Enf-derived H matrix outputs regressed with allelic dosages demonstrated weak predictive
accuracy of quantitative phenotypes (Table 1). In specific tasks the evaluated Pearson correlation
revealed that the full model (G + H) conferred a marginal decrease in predictive accuracy (TTN,



LMD, TPD, LMP), relative to the baseline allelic (G) dosage JWAS; whereas the BF task exhibited
a marginal increase. Regressing only on the H matrix routinely underperformed relative to the
baseline, however still managed to capture a non-zero proportion of the overall genetic variation.
Examination of model variances for the full cohort revealed that inclusion of Enf features
consistently destabilized the estimated genetic variances, with a concomitant increase in residual
variances across all tasks. Collectively these results indicate that for a zero-shot Enf run on Sus
scrofa genomic intervals, the current implementation of the derived-embeddings under an additive
regression framework does not consistently provide an additive predictive value beyond allelic
dosages, and that these embeddings are not orthogonal to the dosages.

Table 1. Pearson correlation coefficients on hold-out test JWAS predicted EBVs by true
phenotypic values, performed on 5 replicates with randomized training and testing folds regressed in JWAS.

Trait G! H? G+H
TTN 0.373 +£0.039 0.318+0.014 0.372 £0.041
BF 0.381 +£0.044 0.348 £ 0.011 0.387 +£0.041
LMP 0.423 +0.029 0.321 +£0.011 0.423 +0.029
LMD 0.410 +£0.023 0.345+0.012 0.404 £ 0.026
TPD 0.432 +0.024 0.367 £ 0.007 0.427 +£0.026

' Genotype allelic dosage matrix. 2 Enf derived feature-embedding matrix.

Discussion

FM approaches to genomic prediction, particularly in livestock animals, are an evolving field. In
the current implementation strategy, modeling Enf-derived embeddings as an additive linear
predictor does not increase predictive accuracy. This suggests that the strategy to apply FM
generated feature-embeddings requires redesign, either in the use of non-linear modeling, or a
second convolutional module that can learn and predict non-linear patterns explicitly. Enf was
pretrained on human and mouse genomic tracks; these results indicate that fine-tuning is likely
required to extend the model to animal genomic domains. Lastly, the bin-to-window size
resolution for Enf, is a known limitation that biases classification of variants to specific single
basepair genomic tracks such as polyadenylation sites. AlphaGenome, the next evolution of the
Enf model, reportedly addresses these localized resolution issues, as well as improves the
representation of longer-range cis regulatory interactions (up to ~1Mb away) by using an
integration of convolutional and transformer layers (Avec et al., 2026).

Conclusions

The application of sequence-to-function FMs for genomic prediction in livestock animals
requires further refinement both in the derivation of feature embeddings and in the regression
implementation before substantial gains in predictive accuracy can be exhibited.
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