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Introduction 
Low-coverage (<0.5X) sequencing provides imputed genomic sequences at a cost comparable 

to 100K single-nucleotide polymorphism (SNP) arrays. Thallman, et al. (2025) outlined how 

low-coverage sequence data could be compactly stored, suggesting existing software suffices 

for transition from SNP chips. A remaining concern is that studies reviewed by Ben Zaabza, et 

al. (2025) show additional markers do not yield more accurate predictions when using single-

step genomic best linear unbiased prediction (GBLUP). This single-step model has been 

effective in livestock improvement over the past 15 years and is relatively efficient when using 

genotypes from tens to hundreds of thousands of SNPs that were chosen to be evenly spaced 

across the genome with intermediate allele frequencies. We propose a hierarchical non-linear 

latent variable model that utilizes the large amounts of haplotypic information from low-

coverage sequencing to capture information from causal variation in the genome, potentially 

leading to substantially greater accuracy in genomically enhanced genetic evaluation programs. 

This model aims to directly estimate haplotype effects, potentially moving animal breeding 

from selection of individuals in populations to selection of haplotypes to more directly manage 

genomic variation and improve the genomic composition of populations. 

 

Methods 

A biologically motivated statistical model for genetic prediction from genomic sequence. 

The model is presented with annotations in Fig. 1. The elementwise multiplications in Eq. 1 

are the fundamental feature that distinguishes this proposed model from current models.  

Variants within exons are assumed to belong to functionality haplotypes; the remainder are 

assumed to belong to expression haplotypes. The summations over multiple genes in Eq. 3 are 

limited to sets of genes for which there is a reason to suspect epistatic interaction, e.g., all genes 

in the set have large effects or the genes are expected to interact based on external information. 

 

Computational aspects of the hierarchical latent variable model. Current genetic 

evaluation software cannot directly accommodate the proposed model, where latent variables 

act as both dependent variables and explanatory variables. This feature resembles structural 

equation models (SEM; Skrondal and Rabe-Hesketh, 2004), but requires more flexible, non-

linear solutions. The proposed computational approach uses the expectation-maximization 

(EM) algorithm (Dempster, et al., 1977) to handle the nonlinear components in the M-step and 

standard multiple-trait linear mixed model computational machinery to handle the linear 

components in the E-step. The M-step (Green, 1990; McLachlan and Krishnan, 2008; Sun et 

al., 2012) produces maximum a posteriori (MAP) estimates. The model optionally accepts 

prior information for most of the gene-specific parameters, similar to the use of genome 

annotation in BayesRC (MacLeod et al., 2016).  
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Figure 1. The biologically motivated model (annotated).  

Functionality variants: 

A design matrix, 𝐗𝑔mx, 
connects individuals to their 
maternal (m) expression (x) 
haplotypes for gene 𝑔; 
multiplying it by 𝒙𝑔 results in 
the vector of individual 
maternal expression effects 
(shown to the far left). In Eq. 
1, multiplying this vector 
elementwise (⨀) by the 
similarly computed vector of 
individual functionality 
effects results in the vector 
of maternal gene activity 
which is added to the 
similarly computed vector of 
paternal gene activity to yield 
the vector of individual gene 
activity, 𝒂𝑔, which is a latent 
variable that combines the 
amount of gene product with 
its effectiveness.  

The model begins by distinguishing between variants that affect expression (shown in purple above the gene 
diagram) and those affecting functionality (how well the gene product performs its intended function; shown in 
green below the gene). Variants affecting neither (black) are ignored; 2 variants in green affect both. Expression 
and functionality variants form haplotypes whose simultaneously estimated effects are stored in the vectors, 𝒙𝑔 
and 𝒇𝑔, respectively, represented graphically by bar graphs with a bar representing each element of the vector.  

Expression Variants 

Functionality Variants 

Eq. 3 describes the relationship between genes and traits and also includes multiplicative terms for epistatic 
interactions. For each trait, 𝑡, and gene, 𝑔, 𝜏𝑔𝑡  is the regression of phenotype for 𝑡 on the effect of gene 𝑔. The 
terms, 𝜓𝑔𝑘𝑡 and 𝜉𝑔𝑘𝑙𝑡,  have analogous interpretations, with 2 exceptions: their covariates involve elementwise 
multiplications of the gene effect vectors of 2 or 3 genes, respectively, and they are summed over only limited sets 
of gene combinations (𝛹 and 𝛯). Fitting epistasis in this way greatly reduces the number of parameters to be fitted 
compared with fitting interactions between SNP. The latent variable, 𝒖𝑡, is a vector of genetic merit for a given 
trait, with an element for each individual. Eq. 4 is a standard multiple-trait mixed model for genetic evaluation in 
which 𝐲𝑡  is observations of trait 𝑡, 𝐗𝑡

𝜷  is the design matrix for fixed effects (𝜷𝑡) of trait 𝑡, 𝐙𝑡  is the design matrix for 
genomic effects of trait 𝑡, and 𝒆𝑡 is the vector of residuals of trait 𝑡. 

ሾ4ሿ 𝐲𝑡 = 𝐗𝑡
𝜷
𝜷𝑡 + 𝐙𝑡𝒖𝑡 + 𝒆𝑡  
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The relationship between gene activity and effect on phenotype is determined by mode of gene action: each unit 
increase in gene activity results in an equal increase in phenotype for an additive gene. But for a dominant gene, 
increases in gene activity have diminishingly small effects as the amount of gene activity approaches the 
maximum amount that can be used. Overdominance arises in genes for which it is beneficial to have two different 
forms of gene product, as occurs for some immune system genes. The covariate for the overdominance term is 
the function, s(), that returns a vector reflecting the similarity between the maternal and paternal gene products 
for each individual. Eq. 2 provides for weighting the additive, dominance, and overdominance modes of gene 
action with parameters 𝛼𝑔, 𝛿𝑔, and 𝜊𝑔, respectively (𝑘𝑔 is a decay rate). The latent variable, 𝒗𝑔, is a vector of gene 
effects for a given gene, with an element for each individual. 

ሾ3ሿ 

gene effects summed over genes 2-gene epistasis 3-gene epistasis 

𝒖𝑡 = σ 𝜏𝑔𝑡𝒗𝑔𝑔 + σ 𝜓𝑔𝑘𝑡 × 𝒗𝑔 ⨀ 𝒗𝑘 +𝑔,𝑘∈𝛹 σ 𝜉𝑔𝑘𝑙𝑡 × 𝒗𝑔 ⨀ 𝒗𝑘  ⨀ 𝒗𝑘 +𝑔,𝑘,𝑙∈𝛯  ⋯ 
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Incorporation of information from RNA sequencing. Although not required, the model 

supports integration of RNA sequencing (RNA-seq) data to estimate expression haplotype 

effects through a cis-expressed quantitative trait locus (cis-eQTL) component (Gamazon, et 

al., 2015). Because gene expression is primarily influenced by local (cis-acting) variants near 

the gene being expressed, RNA-seq enables powerful single-gene association analyses for 

estimation of expression haplotype effects, reducing the number of parameters needing 

estimation from phenotypic data alone (Palowitch, et al., 2018). Trans eQTL could also be 

analyzed, but the power would be much lower; such effects could suggest interactions among 

genes. This external estimation simplifies computation and mitigates overparameterization by 

allowing Eq. 1 to be computed conditional on 𝐗𝑔
mx𝒙𝑔 and 𝐗𝑔

px
𝒙𝑔, making it a linear model. 

While this external information would improve prediction accuracy further, it should not be 

necessary for improvement over current accuracy of predictions. 

 

Discussion 

Modelling at the gene rather than variant level reduces parameterization while retaining 

biological relevance. The approach to fitting epistasis allows inclusion of important effects 

without the overparameterization that results from including all possible interactions. 

Estimates of the effects of the most common haplotypes will be more accurate and have greater 

impact on the final predictions than haplotypes that are poorly estimated because of low 

frequency. The model can incorporate an intermediate layer between gene effects and 

economically important traits to leverage additional external sources of information, e.g., high-

dimensional -omics traits. The default assumption of the basic model is that effects of 

haplotypes on gene expression and functionality are proportionally similar across traits for the 

same gene; the same default assumption applies to the model for dominance effects, further 

reducing the parameterization of the model. Thus, the differences in genetic basis for different 

traits are assumed due to the regressions of each trait on the gene effects of various genes. If 

the data provides sufficient evidence of departure from this default assumption, additional 

random effects can be fitted to account for the departure; this is most likely for evaluations 

with large numbers of individuals or with substantial RNA-seq data. 

The model is designed to incorporate many sources of external information, including genome 

annotations and predictions of interactions among genes; while such information is currently 

limited, artificial intelligence may soon make them far more powerful. Similarly, RNA-seq and 

other-omics could add useful information. Neither informative priors nor any other external 

information is necessary to make this model estimable; eliminating them results in a model that 

more faithfully reflects the ways genes act than models that assume that a subset of SNP 

(chosen to have intermediate allele frequencies) have independent, additive effects. It remains 

to be determined empirically which approach results in more accurate predictions. 

Ironically, small, subtle genomic variants are easier and less expensive to reliably assess than 

large, structural variants and large, highly repetitive regions that are often hypervariable. 

Consequently, both SNP chips and current implementations of low-coverage sequencing 

include only the former, subtle variants. The genome representation described by Thallman, et 

al. (2025) includes provisions for imputing structural variants and large, repetitive regions; the 

model described here accommodates them. The structural variants that create pangenomic 

variation can result in variable copy numbers (or absence) of genes and/or large changes in 

their level of expression. It is likely that the exclusion of this source of variation from current 

genomic evaluations contributes to the “missing heritability” problem. Large, repetitive 

regions, often mislabeled as “junk DNA”, produce long, non-coding RNA (lncRNA) critical 

for gene regulation (Carey, 2015). The model applies equally well to protein-coding genes and 

regulatory RNA genes, with RNA-seq enabling direct estimation of haplotype effects.  



 4 

Because of the essentially complete linkage disequilibrium between expression and 

functionality haplotypes of the same gene it would be hard to find natural recombinants to pair 

favorable expression haplotypes with favorable functionality ones; this could be a great 

application for gene editing. This model would expose targets for such modifications that 

would not otherwise be obvious. 

The prediction of 𝒖𝑡 resulting from this model would be a prediction of each individual’s total 

genetic merit for trait 𝑡, i.e., the contribution of its genetics to its phenotype for trait 𝑡. At least 

in the short term, it would be necessary to convert these predictions into the form consistent 

with current genetic evaluations, i.e, estimated breeding value (EBV), expected progeny 

differences (EPD), or other equivalent terms. This transformation is most direct for EPD, e.g., 

the expected differences in progeny performance of a set of candidate sires will be a function 

of the haplotype frequencies and effects of the population to which the selected sires will be 

mated. This should not be a limitation for a purebred genetic evaluation transitioning to this 

model because the haplotype frequencies and effects will be estimated during the evaluation. 

This model opens new possibilities, e.g., the candidate sires could rank differently for a given 

dam (or set of dams), given the mates’ haplotype compositions were known. The rank changes 

would probably be more pronounced if the population of mates was of a different breed or line. 

Furthermore, the model raises the possibilities of selecting multiple lines in a coordinated 

manner to increase their complementarity for use in a specific mating system, while increasing 

selection response by focusing selection on different sets of genes in each line. 

 

Conclusions 

A genetic model motivated by knowledge of molecular genetics and physiology is proposed. 

As is the case for the dependence of phenotypes on underlying genomic variation, it is highly 

non-linear and involves many interactions, including interactions among quantities not directly 

observed. Consequently, the model is a non-linear, latent variable model. Unlike SNP-based 

models, it emphasizes haplotype effects. The model may offer opportunities to increase 

selection response through increased prediction accuracy, more targeted selection (including 

at the level of individual genes), or both. 
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