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Introduction 

Digital images represent a rich, high-dimensional source of phenotypic information that has 

been largely untapped in genetic evaluation. Images can capture morphological patterns, 

environmental influences, and potentially heritable biological variation, offering an alternative 

phenomic modality that may complement both pedigree and genomic data (Kun et al., 2023; 

Xiong et al., 2025). Modern deep learning techniques provide a means to extract latent 

representations from images that may encode this variation in a structured and compact form 

(Pérez-Enciso and Steibel, 2021). In this study, we explored image-based digital phenotyping 

by extracting latent features from segmented side-view images of pigs using two neural 

network architectures: a Vision Transformer (ViT; Dosovitskiy et al., 2021), pretrained to 

generate high-dimensional embeddings, and a β-Variational Autoencoder (β-VAE; Higgins et 

al., 2017), trained to learn a compact, generative latent space. The dimensionality of the 

extracted features varies by architecture, ranging from hundreds to thousands of dimensions. 

We evaluated the ability of the extracted latent features to capture systematic sources of 

variation by examining attribute-specific correlation matrices for contemporary group, birth 

year–month, birth farm, sex, and litter, and quantified trait alignment for growth traits. To 

determine their potential relevance for quantitative genetic analyses, we estimated the 

heritability of each latent feature using linear mixed models. Finally, we constructed digital 

similarity matrices from the latent representations using multiple approaches and assessed their 

correspondence with traditional pedigree-based and genomic-based relationship matrices. 

Collectively, these analyses provide a first step toward integrating image-derived similarity 

into genetic evaluation frameworks and demonstrate the capacity of deep learning models to 

extract heritable phenomic features directly from raw images. 

 

Materials & Methods 

This study utilized a large dataset from a single purebred pig population comprising 15.9M 

pedigree records and 561.7k images extracted from videos of 24k individuals (17.7k of which 

were genotyped). Phenotypes, including body weight (BW), loin depth (LD), and backfat 

thickness (BF), were manually recorded for each animal along with relevant metadata such as 

contemporary group, birth year-month, farm, sex, and litter. Data collection spanned 2021 to 

2024. Images were segmented using a YOLO (Jocher et al., 2023) model to isolate the body 

region and resized while preserving the original aspect ratio. To remove partial images, we 

applied an outlier-based screen using β-VAE latent features. 

Image features were extracted using two deep learning approaches: frozen ViT models 

pretrained on ImageNet and a custom β-VAE trained on our dataset. We employed four ViT 

variants (ViT-B/16, ViT-B/32, ViT-L/16, and ViT-L/32) with 224×224 inputs, yielding 768-

dimensional embeddings for Base models and 1024-dimensional embeddings for large models. 

We trained a custom β-VAE for 200 epochs using a composite objective function of MSE and 

L1 loss with cosine β-annealing and free-bits KL regularization. The architecture consisted of 
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a five-block encoder (channels: 32, 64, 128, 256, 512) and a symmetric transpose-

convolutional decoder, connected via a 128-dimensional latent bottleneck. After model fitting, 

both architectures produced latent representations for each image, which served as digital 

phenotypes for downstream analyses including attribute-specific feature characterization, 

heritability estimation, and the construction of digital similarity matrices. 

 

Attribute-Specific Feature Extraction. To assess the systematic variation encoded within the 

latent variables, we grouped the latent vectors according to the discrete levels of five factors 

(contemporary group, birth year-month, farm, sex, and litter) and computed the mean vector 

for each level, yielding attribute-specific latent signatures (Hou et al., 2016). To examine the 

structural relationships among these groups, we calculated pairwise correlations between the 

latent signatures within each factor. Furthermore, to test for feature disentanglement (Higgins 

et al., 2017; Burgess et al., 2018), we examined correlations between individual latent 

dimensions and the manually recorded phenotypic traits, including BW, LD, BF, and average 

daily gain (ADG). We defined trait alignment as the maximum absolute correlation observed 

for a given trait, where a high value indicates that the model has successfully disentangled 

phenotypic variation into a distinct axis within the latent space. 

 

Heritability Estimation. To characterize the genetic relevance of latent variables derived from 

the β-VAE and each ViT variant, we estimated the heritability of each latent dimension using 

the BLUPF90 software family (Misztal et al., 2014). For each latent variable, the following 

linear mixed model was fitted: y=Xb+Za+Wc+e, where y is the vector of observations of the 

latent feature, b is the vector of fixed effects, a is the vector of random additive genetic effects, 

c is the vector of random common litter effects, and e is the vector of random residuals. X, Z, 

and W are the incidence matrices relating observations to fixed, additive genetic, and common 

litter effects, respectively. 

 

Digital Similarity Matrices. We developed three methods to construct the Digital Similarity 

Matrix (D) from image-derived latent features. The first similarity matrix, denoted as 𝐃linear, 

was constructed using a linear kernel on standardized features. We first centered and scaled the 

features to obtain a standardized matrix Z, and the similarity matrix was computed as: 

𝐃linear =
1

𝑚
𝐙𝐙T, where 𝑚 is the number of feature dimensions. This approach weights all 

features equally and assumes an additive relationship structure. The second method computed 

a cosine similarity matrix, denoted 𝐃cos. Latent features were mean-centered and normalized 

to unit norm to ensure scale invariance. The similarity between individuals 𝑖 and 𝑗 was then 

computed as the dot product of their normalized feature vectors (𝐳i. 𝐳j), where 𝐳i and 𝐳j 

represent the normalized feature vectors for individuals 𝑖 and 𝑗, respectively. This metric 

measures the directional alignment of feature embeddings, invariant to vector magnitude. The 

third method utilized a Gaussian Radial Basis Function (RBF) kernel, denoted as 𝐃rbf, to 

capture non-linear local structures in the feature space. The kernel is defined as: 𝐃rbf(i,j) =

exp⁡(−
∥𝑥𝑖−𝑥𝑗∥

2

2𝜎2
) where ∥ 𝑥𝑖 − 𝑥𝑗 ∥

2 is the squared Euclidean distance between the feature 

vectors of individuals 𝑖 and 𝑗. The scaling parameter was set to the median pairwise Euclidean 

distance to ensure scale invariance. 

  

Results & Discussion 
Attribute-Specific Correlation Patterns. The attribute-specific correlation analyses revealed 

distinct structures across all five attributes: contemporary group, birth year–month, farm, sex, 

and litter. For contemporary groups (CGs), distinct block patterns were observed in the 



3 

 

correlation matrices from both ViT and β-VAE, indicating strong similarity among adjacent 

temporal windows (shown for ViT-B/16 in Fig.1A). Specifically, Farm A CGs exhibited 

uniformly high correlations, whereas Farm B showed greater heterogeneity, characterized by 

stable patterns among females but two distinct clusters among males. These results reflect four 

distinct correlation patterns driven by differences in underlying management conditions and 

sex-specific structures. Beyond contemporary groups, birth year–month correlations displayed 

a subtle block structure, suggesting a minor environmental or seasonal shift between two 

distinct periods (2021–2022 and 2023–2024), yet demonstrated high temporal stability. Sex 

correlations were uniformly high (r > 0.97), indicative of minimal morphological 

differentiation, while the strong alignment between Farms A and B (r = 0.86) demonstrated 

the robustness to site-specific environmental differences. Conversely, the litter correlation 

matrix exhibited a diffuse structure. This indicates that the litter-specific latent signatures were 

highly conserved across the population, showing no distinct block structures. Analysis of trait 

alignment (Fig.1B) demonstrated that ViT architectures consistently outperformed the β-VAE 

baseline. The ViT-B/16 achieved the strongest alignment for growth traits, correlating at 0.46 

with ADG and 0.43 with BW, whereas β-VAE correlations were significantly lower for ADG 

(0.29) and LD (0.24). 

 

 
Figure 1. Evaluation of latent representations. (A) Contemporary group correlation structure. 

(B) Maximum alignment of latent features with phenotypic traits. (C) Distribution of 

heritability estimates across models. Internal lines denote the median and interquartile range. 

 

Heritability Estimates. The latent variables from both models showed substantial variability 

across dimensions. For the ViT models, heritability estimates for the latent variables ranged 

from 0.06 to 0.36, with the top-performing ViT variants achieving a mean of 0.17. As shown 

in Fig.1C, the violin plots summarize the heritability distributions for all architectures. In 

contrast, the 128 latent dimensions from the β-VAE exhibited higher average heritability, 

ranging from 0.11 to 0.49, with a mean of 0.27. These results demonstrate that both models 

captured latent features containing genetic signals. However, features derived from the β-VAE 

were on average more heritable than those from the ViT variants, suggesting stronger 

alignment between the β-VAE latent space and underlying additive genetic variation. 

 

Performance of Digital Similarity Matrices. The ViT-B/32 architecture emerged as the top-

performing model across all three kernel formulations, achieving the highest consistent 

correlations (bolded in Table 1). Notably, increasing model complexity did not lead to 

improved accuracy; the Base models (ViT-B, 86-88M parameters) generally outperformed the 

larger variants (ViT-L, 304-307M parameters), whereas the β-VAE model showed limited 

predictive ability (r = 0.06 − 0.12), highlighting the superior feature extraction capabilities 

of Transformer-based architectures. The choice of kernel formulation significantly influenced 

performance, with the Cosine Similarity Kernel (𝐃cos) consistently yielding the highest 
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accuracies across the ViT family. For the best model (ViT-B/32), 𝐃cos achieved correlations 

of 0.31 with pedigree and 0.27 with genomic benchmarks, outperforming the Linear Kernel 

(𝐃linear) and the Gaussian RBF Kernel (𝐃rbf), the latter of which displayed mixed results and 

generally lower genomic predictive performance. This suggests that the directional alignment 

of feature embeddings is a more robust predictor of biological similarity than the magnitude-

dependent linear kernel or the local structures captured by the RBF kernel. 

 

Table 1. Comparison of three kernel formulations based on Pearson correlation (𝑟) between 

image-derived digital similarity matrices and corresponding pedigree (Ped.) and genomic 

(Geno.) relationship matrices. Correlations are calculated using the off-diagonal elements of 

the respective matrices. 

Model 

Family 

Model 

Architecture 

Params 

(m) 

Embedding 

Dimension 
𝐃linear 𝐃cos 𝐃rbf 

    Ped. Geno. Ped. Geno. Ped. Geno. 

ViT 

ViT-B/16 86.0 768 0.25 0.23 0.28 0.25 0.25 0.20 

ViT-B/32 88.0 768 0.27 0.25 0.31 0.27 0.29 0.22 

ViT-L/16 304.0 1024 0.24 0.22 0.26 0.25 0.23 0.20 

ViT-L/32 307.0 1024 0.25 0.23 0.30 0.26 0.27 0.20 

VAE β-VAE 28.25 128 0.11 0.12 0.11 0.12 0.06 0.08 

 

Conclusions 

In this study, we demonstrate that deep learning models applied to two-dimensional images 

can extract latent representations that capture genetic and environmental information. Using 

two different extraction approaches, we evaluated these features through attribute-specific 

correlation analysis, heritability estimation, and the construction of digital similarity matrices. 

Our results reveal a distinct trade-off between generative and discriminative modeling 

approaches: while the β-VAE captured more heritable latent features, likely corresponding to 

fundamental biological structures, the ViT produced representations with superior predictive 

accuracy for genomic and pedigree similarity. This suggests that ViT architectures are better 

suited for identifying individual-level phenotypic distinctness, whereas generative models may 

better isolate additive genetic variation. These findings indicate that image-derived phenomic 

representations can provide complementary information for genetic evaluation. Our future 

work will focus on further validation and on integrating these features into genetic evaluation 

pipelines. 
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