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Introduction

Genomic prediction uses genome-wide molecular markers to predict breeding values and has
revolutionized genetic improvement of complex traits in agriculture (Meuwissen ef al., 2001;
VanRaden, 2008). While numerical values are suitable for certain traits, complex phenotypes
are often better represented through images or text. Traits like shape, color, and disease
symptoms are inherently visual. Currently, non-numeric phenotypes like images are usually
converted to numeric phenotypes before genomic prediction analysis (Iwata et al., 2015;
Yonis et al., 2020). However, extracted numeric traits generally do not account for the full
variation present in higher-dimensional phenotypes, and the choice of extracted traits can
introduce bias (Feldmann et al., 2020). Analytical methods suitable for images and text are
therefore needed to enable their full use in breeding programs, and recent developments in
the field of machine learning have greatly increased the capacity for image and text
representation and prediction, including though latent space encodings. Here we introduce
end-to-end genomic prediction, a framework for predicting both images and text from
genome-wide genetic markers. Our approach combines nonlinear latent space encoding with
linear mixed models, allowing breeding values for images or text to be predicted without
converting them into simplified scalar traits.

Materials & Methods

End-to-end genomic prediction framework

The same core end-to-end genomic prediction method underlies both genome-to-image and
genome-to-text predictions (see Fig. 1). A neural network encodes high-dimensional image
or text phenotypes into latent space embeddings from which the original data can be
reconstructed. A linear mixed model is then trained to predict these embeddings from
genotype data. Predicted embeddings are decoded back into images or text, enabling genome-
to-image or genome-to-text prediction.
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Figure 1. End-to-end genomic prediction framework.
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Data

We used a strawberry fruit image and genotype dataset collected by the Strawberry Breeding
and Research Program at UC Davis, consisting of 563 clones grown in Salinas, CA
(Feldmann et al., 2020). After segmentation and filtering, the dataset contained 13,922
strawberry images (100 x 100 x 3 RGB). All clones were genotyped using the Axiom
FanaSNP Strawberry 50K Genotyping Array. Text phenotypes were derived from image-
derived traits using a large language model (GPT-40-mini).

Genome-to-image prediction

A variational autoencoder with an embedding size of 16 was trained on training images.
Embeddings were predicted from genotypes using ridge-regression BLUP (RR-BLUP)
(Endelman, 2011). Predicted embeddings were then decoded to produce predicted images.
We used scalar numeric traits derived from images to compare our end-to-end method with
conventional genomic prediction: length-width ratio (LWR), R, G, B, and redness (Feldmann
et al., 2020). For both end-to-end and conventional genomic prediction, we used random
cross-validation with an 80:20 train-test split by genotype, repeated 50 times. End-to-end
prediction accuracy was evaluated by comparing extracted traits from predicted images to
ground truth values, while conventional genomic prediction was evaluated by comparing
direct predictions of the extracted traits to ground truth values.

Genome-to-text prediction

Text embeddings were generated using a pretrained text embedding model (embedding-ada-
002) and predicted from genotypes using RR-BLUP (Endelman, 2011). Predicted
embeddings were decoded back into text. End-to-end prediction accuracy was evaluated
using 2 numeric traits extracted from predicted text: length and redness.
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Figure 2. Validation schemes for end-to-end vs conventional genomic prediction.

Results & Discussion

Genome-to-image prediction

Variational autoencoder reconstruction accuracy for extracted traits was moderately high (r*
> (.5), indicating preservation of breeding-relevant shape and color information. Genome-to-
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embedding prediction accuracy was higher than prediction accuracy for raw pixels,
supporting embeddings as a suitable prediction target.

For genome-to-image prediction, predicting images and then extracting numeric traits from
them was in some cases as accurate as directly predicting extracted numeric phenotypes (see
Table 1). Test set end-to-end genome-to-image prediction accuracy for R, G, and redness was
similar to conventional genomic prediction accuracy, demonstrating that genome-to-image
prediction can match conventional approaches for some traits. Some loss in genome-to-image
prediction accuracy may be attributable to blurring in the image which occurs due to the
variational autoencoder during the latent space encoding step.

These results indicate that predicting images and then extracting numeric traits from them
can preserve breeding-relevant information present in higher-dimensional phenotypes.
Predicted images were subjectively similar to the mean of true images for each clone (Fig. 3).

Table 1. Test set end-to-end vs conventional genomic prediction accuracy for images.

Prediction accuracy (sd)
end-to-end conventional
LWR 0.074 (0.048) 0.159 (0.054)
R 0.257 (0.064) 0.330 (0.056)
G 0.316 (0.085) 0.383 (0.077)
B 0.073 (0.048) 0.281 (0.065)
Redness 0.339 (0.072) 0.377 (0.077)

Figure 3. A comparison between known images and end-to-end genomic prediction outputs.



Genome-to-text prediction

Text embedding reconstruction accuracy was extremely high. Genome-to-text prediction
produced realistic descriptions with nonzero prediction accuracy for extracted traits.

For genome-to-text prediction, predicting text and then extracting numeric traits from it was
in some cases as accurate in the test set as directly predicting extracted numeric phenotypes,
although accuracy was lower than conventional genomic prediction (see Table 2). These
results demonstrate that genome-wide molecular markers can be used to predict text
phenotypes through latent space embeddings.

Table 2. Test set end-to-end vs conventional genomic prediction accuracy for text.

Prediction accuracy (sd)
end-to-end conventional
Length 0.086 (0.024) 0.188 (0.083)
Redness 0.220 (0.025) 0.329 (0.074)

Conclusions

We introduce end-to-end genomic prediction as a method for directly predicting images and
text from genetic markers. Using a strawberry dataset, we demonstrate that genome-to-image
and genome-to-text prediction can achieve accuracy comparable to conventional genomic
prediction when evaluated using extracted traits (Meuwissen et al., 2001; VanRaden, 2008).
The latent space encoding step remains a key area for improvement, particularly for images
where blurring reduces reconstruction fidelity. Nonetheless, our method does not require
predefined extracted traits and may therefore be applicable to a broader range of phenotypes
where subjective or high-dimensional traits are important (Feldmann ez al., 2021).
End-to-end genomic prediction has potential applications in plant and animal breeding for
traits traditionally assessed visually or descriptively, enabling genomic selection without
simplifying phenotypes into potentially insufficient numeric components.
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