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Automatic Speech Recognition (ASR) technology is increasingly utilized in second
language (L2) learning, offering tools for pronunciation training and intelligibility
assessment. While ASR systems have shown to have positive effects on learning, their
transcription accuracy for L2 speech may differ from human transcribers and depend on
various factors. This study investigated the effects of word frequency and word length on
transcription accuracy of French L2 speech, comparing human and ASR transcriptions.
Sixteen L2 learners read French texts aloud, which were written down verbatim by 36
first language (L1) French speakers recruited from the general population and three ASR
systems. Analyses revealed that transcription accuracy was significantly influenced by
word frequency, with more frequent words transcribed more accurately by both humans
and ASR. Word length, however, showed no significant effect. These results highlight the
role of frequency in transcription accuracy, echoing patterns observed in L1 speech.
Future research should examine the interaction between acoustic factors, such as
segmental errors, and higher-order non-acoustic factors beyond individual word
frequency. Examples of such non-acoustic factors include trigram frequencies or other
numerical probabilities that quantify the idiomaticity of a given text.

INTRODUCTION

Automatic Speech Recognition (ASR) has emerged as a valuable tool in computer-assisted
pronunciation training, enabling speech-to-text conversion, simulated conversations, and
pronunciation scoring (Fouz-Gonzalez, 2015). At the same time, the dictation feature, which
transcribes speech into text (speech-to-text), has gained widespread use in everyday technology,
making it both accessible and affordable for second language (L2) learners. Research highlights
the benefits of commercially available speech-to-text ASR tools for L2 learners, such as Nuance
Dragon Dictation, Gmail’s dictation feature, and Windows Speech Recognition. Studies suggest
that these tools have the potential to foster autonomous practice (McCrocklin, 2016) and provide
a low-stakes environment for assessing intelligibility (Mroz, 2018). Notably, ASR systems not
specifically designed for L2 learners have been shown to enhance instructional outcomes,
demonstrating significant value for second and foreign language education (Liakin et al., 2015;
Mroz, 2020).

Despite these advantages, it is important to recognize the limitations of commercially available
ASR tools when evaluating intelligibility of L2 speakers. Regardless of whether the input is L1
or L2 speech, ASR algorithms may process acoustic information differently from human
perception.
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Furthermore, transcription accuracy could be influenced by factors beyond acoustics, such as the
likelihood of a word based on the preceding context. For instance, the online activity generator
iSpraak (Garcia et al., 2020) provides a user-friendly platform for administering speech-to-text
tasks to L2 learners. Its creators recommend using “short contextualized texts” rather than
isolated words (Nickolai, n.d.), highlighting the importance of text selection in ASR-based tasks.
Further research on text effects could optimize the use of ASR tools in language learning.

While previous research, such as that by Liakin et al. (2015), has explored how ASR training
affects segmental accuracy in L2 learners’ production and comprehension, more work is needed
to understand how both acoustic and non-acoustic factors shape transcription accuracy of L2
speech. The present study represents a first step in this direction by examining the impact of
word frequency and length, both non-acoustic factors, on transcription accuracy of L2 speech by
both ASR and human transcribers, as compared to the target text.

Basic Principles of ASR Design

As noted in the introduction, there is significant interest in using commercially available speech-
to-text ASR tools due to their adaptability for various contexts, needs, and proficiency levels
(McCrocklin, 2016; Mroz, 2018; Mroz, 2020). Even tools specifically designed for computer-
assisted pronunciation training, such as iSpraak, often rely on general-purpose ASR engines.

There are notable similarities in how humans and ASR systems process speech. In his textbook
for second/foreign language teachers, Brandl (2008) explains that humans rely on both bottom-
up and top-down processing to interpret spoken language. Bottom-up processing involves using
acoustic information to identify phonemes, which are then assembled into words and phrases.
For example, humans differentiate between voiced and voiceless fricatives, such as /z/ and /s/,
based on fundamental frequency and voicing.

While humans rely on features such as voicing, formants, and fundamental frequency to process
speech, ASR systems approach the task somewhat differently. They analyze acoustic signals
through mathematical features like Linear Predictive Coding, Mel-Frequency Cepstral
Coefficients, energy levels, and Fourier transforms (O’Shaughnessy, 2024). To revisit the
voiced/voiceless contrast above, ASR systems may rely less on acoustic properties and more on
contextual cues to distinguish /z/ and /s/ (O’Shaughnessy, 2024).

Humans also engage in top-down processing, drawing on contextual knowledge and expectations
to aid comprehension. In L2 research with human listeners, Kennedy and Trofimovich (2008)
found that semantic context improved intelligibility and comprehensibility, and also reduced
perceived accentedness in L2 speech by allowing listeners to draw on real-world expectations
and sentence semantics. In contrast, L1 speech intelligibility and ratings of comprehensibility
and accentedness remained stable regardless of semantic context, as target-like pronunciation
provided consistent phonological cues.

Context plays a crucial role in speech interpretation for both humans and ASR, though the
mechanisms might differ. As illustrated above with the /z/ vs. /s/ contrast, ASR systems also use
context to enhance transcription accuracy. Traditionally, this has involved separate acoustic and



language models, where the acoustic signal was analyzed first, and word probabilities were
incorporated as an additional layer (O’Shaughnessy, 2024). However, advancements in
computational power and the availability of large-scale text and speech data have led to the
development of End-to-End ASR systems. These systems use Artificial Neural Networks
(ANNSs) to directly convert waveform samples or spectral patterns into text, unifying acoustic
and language model processes.

Whether through traditional or modern mechanisms, ASR systems, like human listeners, rely on
contextual information to improve performance. However, since most widely available ASR
systems are optimized for L1 speech, understanding how specific features impact transcription
accuracy for L1 speakers provides a critical foundation for assessing their performance with L2
speech. The next section provides a brief overview of the features influencing ASR accuracy in
L1 speech transcription.

ASR Transcription Accuracy: Insights from L1 Speech

Goldwater et al. (2010) conducted a foundational study analyzing both acoustic and non-acoustic
factors affecting ASR transcription accuracy for L1 speech. These factors included disfluencies,
word probability, pronunciation characteristics, and prosodic features. Their findings revealed
that certain types of words are more prone to errors, such as those with unusual rhythm or
intonation, words at the beginning of conversation turns, and pairs of words that are both
acoustically and contextually similar (e.g. says/said). Additionally, words spoken before
interruptions, such as repeated phrases or fragments, exhibited higher error rates. Individual
speaker differences introduced substantial variability in error rates, beyond what could be
explained by word choice, fluency, or prosodic features.

A key focus of the study was the influence of word probability, analyzed through unigram and
trigram frequencies. Unigram frequency reflects how often a word appears in a corpus overall,
without considering its immediate context. In contrast, trigram frequency accounts for context,
measuring the likelihood of a word based on its two preceding words. Trigram frequency is
calculated by dividing the occurrence of a specific word combination by the total occurrences of
the target word in the corpus. Jurafsky and Martin (2024) found that low-probability words were
transcribed less accurately than high-frequency words, with trigram frequency having a more
linear relationship with transcription accuracy than unigram frequency. However, both measures
had strong, independent effects on transcription outcomes.

Goldwater et al.’s study (2010) focused on spontaneous speech, which is inherently more
challenging to transcribe. For research involving L2 speech, it is more practical to start with
controlled tasks, such as reading aloud, since L2 spontaneous speech often includes grammatical
and lexical errors that could confound the accuracy of ASR, and these factors have been shown
to affect L2 comprehensibility for human listeners (Trofimovich & Isaacs, 2012). Given the
limited research on how non-acoustic factors affect ASR transcription accuracy for L2 speech,
this study focused on the impact of word frequency (unigram frequency). The following section
summarizes research on ASR in L2 pronunciation teaching and provides the rationale for
including word length as the second variable of interest.



ASR with L2 Speech

Accented L2 speech is widely recognized as more challenging for ASR systems to process
accurately (Picheny et al., 2019). Shadiev and Liu’s (2023) review of Speech Recognition
Technology (SRT) studies published between 2014 and 2020 provides an overview of recent
research in L2 contexts. As summarized in their analysis, some studies have employed
questionnaires, interviews, and learning logs to examine user perceptions, motivations, and
attitudes towards SRT. These studies generally report positive user experiences, highlighting
benefits such as opportunities for private speaking practice (Ahn & Lee, 2016), contextual
language use (Wang & Young, 2014), and enhanced error awareness (Liakin et al., 2017; Tsai,
2019). Additionally, disadvantages such as low transcription accuracy, insufficient learning
features, and frustration due to system limitations have also been noted in previous studies. Nine
out of 26 studies in Shadiev and Liu’s review reported issues related to SRT’s accuracy, eight
reported that SRT lacked certain features that were necessary for learning, and one study (Liakin
et al., 2017) reported that SRT was too time-consuming for the learners.

A limited number of studies have directly compared ASR transcription accuracy with human
transcribers for L2 speech, yielding mixed findings. On the one hand, McCrocklin and
Edalatishams (2020) found that Google’s ASR engine had similar overall transcription accuracy
to human transcribers for English L1 speakers and Spanish- and Chinese-speaking learners of
English. However, correlations between human and ASR accuracy varied by L1 group, as
correlations were significant and positive for the Chinese group, but not for the Spanish group.
This suggests that transcription accuracy may be influenced by the speaker’s L1 background.
Mroz (2020), on the other hand, observed a strong positive correlation between ASR
transcription accuracy and human intelligibility ratings, with ASR performing better for speakers
deemed more intelligible by human listeners.

Despite these insights, there is limited understanding of the specific factors influencing ASR
accuracy with L2 speech. Some indirect evidence comes from Inceoglu et al. (2023), who
compared transcription accuracy of isolated words with that of sentences. Their study found that
both ASR and human transcribers performed better with sentences than isolated words,
achieving accuracy rates of 75.52% (ASR) and 83.88% (humans) for sentences, compared to
40.81% (ASR) and 38.62% (humans) for isolated words. Although (positive) correlations
between ASR and human transcription accuracy were significant for only one of four speakers,
the results suggest that context improves transcription accuracy for both ASR and human
transcribers.

Given the limited findings on non-acoustic factors affecting transcription accuracy, this study
was designed to look at two basic non-acoustic factors that might have an effect on how
accurately ASR and humans transcribe, namely individual word (unigram) frequency and word
length. Word frequency has been shown to play an important role in how humans acquire,
process, and use language (Ellis, 2002). As discussed above, frequency has also been shown to
be a significant predictor of transcription accuracy in ASR research (Goldwater et al., 2010).
Word length seems like a natural correlate of frequency. For instance, Zipf’s law noted that word
length is inversely related to its frequency. Moreover, there was some preliminary evidence in L2
ASR to suggest that word length might have an effect on how accurately it is transcribed.



Namely, McCrocklin and Edalatishams (2020) observed that word length appeared to influence
transcription accuracy, with Google ASR being more likely to correctly identify longer words. In
their study, correctly transcribed words on average had nearly two syllables (1.79), while
incorrectly transcribed words averaged closer to one syllable (1.18). Therefore, the current study
was designed to answer the following research question: Do ASR and human transcription
accuracy of L2 speech depend on word frequency and word length?

METHODS
Participants And Materials

The study included 16 second-language learners of French, 15 undergraduate students enrolled in
a French pronunciation course at a large American university and their L2 French speaking
instructor (Mean Age = 24, SD = 6.4, Range 19-41; 7 females, 1 nonbinary). All but two
participants were L1 English speakers. The instructor was a trilingual speaker of Russian (L1),
English (L2), and French (L3), and one student participant self-identified as an L1 speaker of
Cantonese. Most student participants reported no knowledge of an L2 other than French; three
students indicated some knowledge of another L2: one was a heritage speaker of Tagalog, one an
L2 learner of Spanish, and one an L2 learner of both Spanish and Italian. Further details on
student backgrounds are provided in Shimanskaya (under review). Participants recorded their
readings of five French texts (Table 1) outside of class on their own devices, which were graded
for pronunciation. The texts were selected for pedagogical purposes as part of the course
assessments. Proper names, portmanteau words (e.g., “au”), and contractions (e.g., “I’annule”)
were excluded from the analysis due to their potential ambiguity. Of the 255 total words, 165
were unique, and for repeated words, an average transcription accuracy score was calculated.
Each word was assigned a part-of-speech (POS) tag (Table 2).

Table 1
Overview of Texts Used for Out-Loud Reading Task: Author Details and Word Counts

Author Words Read Words Analyzed
Assja Djebar 48 47
Alfred de Musset 56 51
Raymond Queneau 39 34
Boris Vian 51 48
Philippe Delerm 88 75
Total : 282 255
Table 2

Word Counts per POS category

POS Number of words

ADJ 50
ADP 20
ADV 14
CONJ 8



DET 22

NOUN 132
PRON 24
VERB 60

Transcriptions And Their Scoring

Thirty-six L1 French speakers (Mean Age = 28, SD =7, Range 21-49; 16 females) were
recruited online to transcribe the recordings. All but one transcriber were monolingual L1
speakers of French with one participant being French-Portuguese-English trilingual. Most
transcribers had limited interaction with L2 speakers and reported intermediate to advanced
proficiency in English, along with knowledge of other languages. Each transcriber was tasked
with transcribing four or five recordings using the standard French alphabet. No transcriber
worked on the same text twice, and most transcribers heard different speakers for each recording.
Additionally, each recording was transcribed once by three ASR dictation applications, Google
Docs, Microsoft Word, and Pages. Both human and ASR transcriptions were saved and analyzed
by the researcher, who resolved discrepancies by aligning transcriptions with the original text.
Each word was scored as 1 if it exactly matched the original text and O if it differed in any way.
Scores were first averaged by participant (average of two human transcribers/three ASR
systems), and then further averaged to produce a single score per word (average of all
participants).

Frequency And Length

To measure word frequency, unigram counts were obtained from the Google N-gram project
dataset (Lin et al., 2012; Michel et al., 2011). The French 2019 version files were downloaded
and analyzed using R (R Core Team, 2020). First, books published in 1810 or later were
included in the analysis, as this cut-off aligned with the birth year of the earliest author of the
texts used in the study. Second, only words with POS tags (see Table 2) were considered,
excluding tokens marked as PRT (“particle’). This exclusion was due to the limited relevance of
PRT as a French POS category and initial observations showing these tokens often consisted of
non-Latin scripts or improperly segmented words. The final N-gram dataset included
86,177,593,578 POS-marked tokens, with summary statistics for frequency per million provided
in Table 3. To account for one unattested word in the corpus, a count of one was added to all per-
million frequencies as a smoothing technique. Frequencies were then log-transformed for further
analysis. Additionally, word length was calculated as the number of characters per word.



RESULTS

Table 3 provides summary statistics for the dependent measures (ASR and human transcription
accuracy) and the two predictors: word frequency (unigram) and word length. The relationship
between word frequency and transcription accuracy is depicted in Figures 1 and 2. Figure 1
shows a general trend where higher word frequency is associated with increased transcription
accuracy, a pattern observed for both ASR and human transcription. The slopes of the regression
lines for ASR and human transcription appear similar, suggesting comparable trends for both
transcription types. Conversely, the relationship between transcription accuracy and word length
indicates that longer words tend to have lower accuracy than shorter words. This trend is slightly
more pronounced for human transcribers than for ASR. The following section will present the
results of statistical tests to validate these observations.

Table 3
Summary Statistics: Frequency Per Million, Length, ASR And Human Transcription Accuracy

Range Mean SD
Frequency per million 0-49259.93 1727.33 5545.25
Length (in letters) 1-13 5.86 2.67
ASR Transcription Accuracy 0-0.90 0.46 0.26
Human Transcription Accuracy 0.06-0.97 0.61 0.20

Figure 1
Transcription Accuracy as a Function of Word Frequency: ASR vs. Human Transcribers.
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Figure 2
Transcription Accuracy as a Function of Word Length: ASR vs. Human Transcribers.
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The data were analyzed using mixed-effects models with the /me4 package (Bates et al., 2015) in
R. The fixed effects included Condition (ASR vs. human transcription accuracy), log-
transformed word frequency (Freq log), and word length, while Word was included as a random
effect with random intercepts to account for variability in baseline transcription accuracy across
individual words.

The analysis revealed that condition and log-transformed word frequency were significant
predictors of transcription accuracy. Word length and the interactions among condition, word
frequency, and length were not statistically significant. Specifically, human transcriptions were
significantly more accurate than ASR transcriptions, and higher word frequency was associated
with greater transcription accuracy for both humans and ASR.



Table 4
Linear mixed-effects model

Fixed Effects Estimate SE t-Value  Pr(>[z)
ConditionHuman 0.3004 0.0815 3.686 0.000308 ***
Freq log 0.04323  0.0127 3.396 0.000786 ***
Length 0.00488 0.0110 0.444 0.657553
Condition * Freq log -0.0221  0.0117 -1.886 0.061084
Condition * Length -0.0101  0.0101 -1.001 0.318302
Freg-log * Length 0.0039 0.0022 1.725 0.085740
Condition * Freq log * Length 0.0003 0.0020 0.136 0.892025
Random Effects Variance Std.Dev
By-Word Intercept 0.02353  0.1534
DISCUSSION

The results showed that human transcription was significantly more accurate than ASR, with
mean accuracy scores of 0.61 and 0.46, respectively (see Table 3). This finding was further
supported by the mixed-effects model, which identified condition as a significant predictor of
transcription accuracy. In contrast to these findings, previous L2 studies by McCrocklin and
Edalatishams (2020) and Inceoglu et al. (2023) reported little difference in transcription accuracy
between humans and ASR for L2 speech. Notably, these studies focused on English, a language
where ASR technology has likely reached its highest level of accuracy (Thymé-Gobbel &
Jankowski, 2021). The observed discrepancy between English and French highlights the
importance of expanding ASR research to include a wider range of target languages, offering a
more comprehensive understanding of the technology’s performance cross-linguistically.

Addressing the main research question, the findings revealed that word frequency was a
significant predictor of transcription accuracy for both ASR and human transcription, whereas
word length was not a significant predictor. Although there was a trend suggesting that shorter
words were more likely to be transcribed correctly than longer ones, this pattern was not
statistically significant. Interestingly, this trend contrasts with the findings of McCrocklin and
Edalatishams (2020), who reported higher ASR transcription accuracy for longer words in
English. This discrepancy may stem from differences in the languages under investigation,
French in the present study and English in theirs. Given the lack of statistical significance for
word length in the current analysis, further research is needed to determine when it plays a
meaningful role in transcription accuracy for both ASR and human transcribers. In contrast, the
observed influence of frequency on ASR transcription accuracy aligns with previous findings for
ASR transcription of L1 speech, such as Goldwater et al. (2010), who demonstrated that
frequency significantly predicted ASR transcription accuracy in spontaneous conversations
among L1 speakers. This result also resonates with L2 research by Inceoglu et al. (2023), which
showed that context (sentences vs. isolated words) improved transcription accuracy for both
ASR and human transcription.

An important next step is to investigate how pronunciation accuracy contributes to these effects.
Two potential explanations emerge: ASR and human transcribers might simply perform better



with more frequent words and struggle with less frequent ones; alternatively, L2 speakers might
pronounce frequent words in a more target-like manner. Analyzing participants' pronunciation
accuracy—focusing on segmental and suprasegmental features—could help disentangle these
factors. This type of phonetic analysis, as done by McCrocklin and Edalatishams (2020), who
traced ASR transcription errors to pronunciation accuracy, would enable a more detailed
comparison of human and ASR transcription accuracy. Prior research (Goldwater et al., 2010)
has shown that word frequency influences ASR accuracy in L1 speech, suggesting that the
transcription process itself may inherently favor high-frequency words. However, the specific
contribution of L2 pronunciation warrants further exploration.

Expanding the current research could also involve examining how contextual expectations
impact ASR accuracy. Previous studies, such as Goldwater et al. (2010), have suggested that
trigram frequencies correlate more linearly with transcription accuracy. Future work could
explore whether such predictive measures better explain ASR performance than unigram
frequency used here and whether such findings extend to human transcription.

From a pedagogical perspective, the results suggest that modern ASR systems offer a reasonable
approximation of human intelligibility, though with important caveats. First, ASR accuracy
varies by target language and remains inferior to human listeners in some cases. Second, the
presence of context and word frequency significantly affect transcription quality, with frequent
words and, potentially, contextual cues enhancing accuracy. Finally, L2 users should recognize
that transcription accuracy and pronunciation accuracy are not perfectly correlated, and more
research is needed to understand how various factors influence ASR performance for accented
speech. Educators and learners should approach the technology with these limitations in mind,
leveraging its strengths while remaining aware of its challenges.
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