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Communication with humans requires the ability to decode and convey “lenses”—
subjective evaluations of reality—because humans make sense of the world through
lenses and convey them through language. Can Artificial Intelligence decode and convey
subjectivity in lenses? Exploring this uncharted area of pragmatic capability sheds light
on AI’s linguistic capabilities. This study provides an initial linguistic evaluation of the
pragmatic capability of Large Language Models (LLMs) by evaluating GPT-4 through
Microsoft Copilot in expressing, comprehending, and explaining subjective lenses in
Chinese, using zero-shot, single-turn direct prompting. We qualitatively evaluated 51,168
Al-generated words using the Nursing-Home Test repeated over six months. Findings
indicate that Microsoft Copilot exhibits human-like pragmatic capability in lens-related
subjectivity, but specific abilities vary and are prompt sensitive. Production matched
“Language-Teacher.” Comprehension matched “High-Schooler.” Knowledge matched
“Elementary-Schooler” (pragmalinguistic) and “College-Student” (sociopragmatic) with
general prompts and “Language-Teacher” with academic prompts. These findings
highlight GPT-4’s potential in language education, emphasizing the importance of prompt
design and qualitative linguistic evaluation of Al language.
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Introduction

For Artificial Intelligence (AI) to understand human input and generate output that is ergonomic
to humans, Al-generated language must demonstrate human-like capabilities in subjectivity.
Human language communicates speakers’ “lenses” (Su, 2017) —subjective evaluations of
reality, through which they make sense of the world, connect with others, and influence others. A
major domain of speaker subjectivity, lens is a part of human cognition. Using lenses for
communication constitutes an important part of human pragmatic competence—the ability to
convey or decode meaning beyond truth-conditional semantics through linguistic forms
appropriate for the sociocultural context.

Communication with humans requires understanding and using appropriate lenses.
Consider this real example on YouTube (Auto Auction Rebuilds, 2023) featuring a man reacting
to a hailstorm that hit Oklahoma, USA (Figure 1).

Figure 1

Screen Grab of an Online Video Showing Cars being Hit by a Hailstorm
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A Severe Hailstorm Destroyed my Roof and Cars! Over $45,000 in Damages!

A man (let’s call him “John”) posted a video saying “A severe hailstorm destroyed my
roof and cars! Over $45,000 in damages!” John’s words appear to be “objective” descriptions of
“pure facts” (i.e., hailstorm). But they reflect John’s subjective evaluation of the event, implying
that this event is adverse (e.g., “destroyed” and “damages’). John’s “Adversity” Lens evoked
many viewers’ empathy, whose comments echoed this lens (e.g., “I'm so, so sorry that your
property was severely damaged’”). Others’ comments conveyed different lenses, leading to varied
reactions from John. For instance, seeing through the “Logicality” Lens, a viewer commented,
“You have a garage,” implying that John was illogical for parking his cars outside his garage.
This subjective evaluation irritated John as he responded with the same lens, “So you felt like [
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didn’t know I had a garage and you needed to inform me,” implying that the viewer was illogical
to inform John of something that he knew better. Another viewer saw it as a business
opportunity: “I sell protection covers for hail if anyone is interested, it’s a great idea for the
future.” His “Opportunity” Lens was adopted by John and influenced John’s decision-making as
he responded, “Send me one or two to review!”

This example illustrates that even seemingly objective language of factual statements
conveys speakers’ subjective lenses and that effective communication with humans necessitates
the ability to recognize lenses and respond with appropriate lenses.

This study explores the pragmatic capability of Al to understand and use appropriate
lenses. For Al “capability” means performance (Schwitzgebel et al., 2023) since Al currently
does not have fully formed inherent knowledge and actual comprehension (Tamkin et al., 2021).
We focus on GPT-4 (Generative Pre-trained Transformer 4), a large language model (LLM)
created by OpenAl. LLMs are vast neural networks trained on extensive content that can
generate human-like text. Pragmatic capability of LLMs refers to the ability to recognize and
generate socioculturally appropriate and effective language compatible with human expectations.
In other words, pragmatic capability extends beyond content accuracy.

From a linguistic perspective, how good is Al-generated language? LLMs (Naveed et al.,
2024) lack actual semantic understanding (Titus, 2024), a critical component required for
pragmatic competence. LLMs generate text by predicting the next word in the discourse they
produce (OpenAl, 2023). This method of generating text highlights the need for evaluating their
linguistic capability—the foundation of its applicability. However, linguistic evaluation of the
pragmatic capability of LLMs is lacking.

Our study explores language subjectivity in LLMs, an aspect less examined than
objectivity—accurate factual knowledge or reasoning (Guo et. al., 2023; Liang et al., 2023).
Subjectivity, which influences human behaviors (Ortiz et al., 2023; Kesenheimer & Greitemeyer,
2022), is crucial in evaluating LLMs. We focus on neutral cognitive subjectivity, beyond the
usual focus on negative social bias. We evaluate Chinese (Ahuja et al., 2023; Google, 2023;
Huang & Xiong, 2023; OpenAl, 2023), a non-English language, to assess LLMs’ linguistic and
multilingual capabilities.

This study provides the first linguistic evaluation of Al pragmatic capability, focusing on
the Chinese pragmatic capability of GPT-4 in decoding and conveying speakers’ subjective
meaning in the lens domain. We find that GPT-4, with direct prompting, can express nuanced
pragmatic meaning in subjectivity even with minimal prompting, can understand subjective
meaning when the prompts contain explicit semantics, and can explain subjective meaning with
academic-style prompts. Our findings suggest significant potential for GPT-4 in language
education, provided users are aware of its strengths, weaknesses, and utilization methods.
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Research Evaluating LLLMs Capabilities

Evaluations of Objectivity in Factual and Logical Accuracy

The many evaluation metrics reviewed in Bandi et al. (2023) and (Bansal et al., 2024) focus on
objective semantic, factual, and logical accuracy. For instance, RMSRE (Root Mean Square
Relative Error) measures the accuracy of predictions by comparing the difference between
predicted and observed values. Recall, also known as TPR (True Positive Rate), measures the
ability to find all relevant cases within a dataset. F1 Score evaluates the model’s success in text
classification tasks by balancing the precision and recall of the model’s predictions. CIDEr
(Consensus-based Image Description Evaluation) evaluates whether image descriptions capture
the consensus among human references. Median Rank ranks the relevancy of a set of retrieved
items. EM-Diff (Exact Match Difference) measures the difference between the exact match
scores of two systems on a given dataset. Perplexity evaluates how well a language model
predicts a sample of text. ROUGE (Recall-Oriented Understudy for Gisting Evaluation)
compares the generated summary with the reference summary. BLEU (Bilingual Evaluation
Understudy), BLEURT (Bilingual Evaluation Understudy with Representations from
Transformers), and METEOR (Metric for Evaluation of Translation with Explicit ORdering)
compare human-generated translations with machine-generated translations.

Many benchmarks focus on accurate knowledge or reasoning. For instance, MMLU
(Massive Multitask Language Understanding) (Hendrycks et al., 2021) evaluates objective
knowledge and reasoning in exams like mathematics, history, computer science, and law. Gemini
Ultra achieved human-expert accuracy on MMLU (Google, 2023). BLiIMP (Benchmark of
Linguistic Minimal Pairs for English) (Warstadt et al., 2020) evaluates grammatical acceptability
and accuracy of syntax, morphology, or truth-conditional semantics. Truthful QA (Lin et al.,
2022b) evaluates factual accuracy.

Evaluation of knowledge focuses on factual accuracy in specific academic subject
domains. Gemini Nano performs strong on factuality in retrieval-related tasks (Google, 2023).
GPT-4 passed multiple-choice exams in various subjects (Newton & Xiromeriti, 2024),
outperformed GPT-3.5 and specialized medical models in a simulated US Medical Licensing
Examination (Nori et al., 2023), and succeeded in simulated agriculture exams in Brazil, India,
and the USA (Silva et al., 2023). GPT-4 outperformed or matched radiology-specific models on
tasks like disease classification and disease progression classification (Liu et al., 2023). Experts
and philosophy blog readers could distinguish between a philosopher’s and GPT-3’s answers but
their performance was below expectations; non-experts who held a bachelor’s degree or higher
and without expertise in philosophy could not (Schwitzgebel et al., 2023).

Evaluation of reasoning capabilities focuses on factual and logical accuracy in problem-
solving tasks. Gemini Nano exhibits significant reasoning (Google, 2023). ChatGPT shows
capability in medical reasoning and summarization (Roumeliotis & Tselikas, 2023). Pre-trained
models excel in commonsense reasoning and factual probing (Guimaraes et al., 2024). GPT-3
and GPT-4 demonstrate varied factual accuracy in Truthful QA (Lin et al., 2022b) and false-

178



belief tests (Bubeck et al., 2023) respectively. ChatGPT and GPT-4 exhibit problem-solving and
causal reasoning abilities (Orru et al., 2023; Kiciman et al., 2023). Domain-specific models like
RoBERTa outperformed GPT-3.5 and GPT-4 in legal text classification (Al Zubaer et al., 2023).

The sparse research evaluating the language of LLMs focuses on accuracy (Liang et al.,
2023) in morphology, syntax, truth-conditional semantics, and translation. ChatGPT can identify
most grammatical errors (Algaraady & Mahyoo, 2023) but may inaccurately explain them
(Kohnke et al., 2023). GPT-4 excelled in English comprehension (de Winter, 2023). ChatGPT-
generated readings were perceived as human-like (Shin & Lee, 2023). GPT models produced
competitive translations without semantic omission (Hendy et al., 2023) and less literal English
translations (Raunak et al., 2023). Gemini Ultra achieved the highest translation score (74.8) on
BLEURT, closely followed by GPT-4 (73.6) (Google, 2023).

Evaluations of Capabilities in Subjectivity

Evaluations of LLMs’ capabilities in subjectivity focus on emotion, sentiment, and uncertainty
(Liang et al., 2023), with occasional consideration of morality (Klingefjord et al., 2024), humor,
and theory of mind—the ability to infer the mental states of self and others. Sentiment Analysis
(e.g., Sanchez-Medina, 2024; Tao & Fang, 2020), a subfield of Natural Language Processing
(NLP), classifies emotion and opinions, often as “positive,” “neutral,” or “negative.” GPT-4
outperformed other models in emotion recognition (Lin et al., 2024). Ethical considerations are
recommended for automatic emotion recognition (Mohammad, 2022). While GPT-3 expresses
uncertainty (Lin et al., 2022a), GPT-4 shows high confidence in responses (Singh et al., 2024).
Gemini Pro (API variant) successfully hedges 70% to avoid hallucination if prompted with an
unanswerable input (Google, 2023). LLMs engage more with moral language than humans
(Carrasco-Farre, 2024). GPT-4 can infer others’ emotions and intentions (Bubeck et al., 2023).
CUGE (Chinese Language Understanding and Generation Evaluation Benchmark) can assess
humor detection and generation (Yao et al., 2021).

These capabilities differ from lens capability. Sentiment analysis thoughtfully prioritizes
classifying the “positive” and “negative” polarity to facilitate automatic classification.
Identifying nuanced subjectivity encoded in lenses, such as “adversity,” “significance,” and
“opportunity,” is equally important. Lens, unlike stance (Su, 2022; 2023), represents a subjective
evaluation of a situation, and not the speaker’s emotions, certainty, (dis)approvals, or
(dis)alignment with others.

Evaluations of LLMs’ Risks in Subjectivity

Evaluations of risks (Guo et. al., 2023; Liang et al., 2023) due to subjectivity often address bias
and, less often, toxicity (e.g., hate speech and abusive language). Bias benchmarks like BBQ
(Bias Benchmark for Question Answering) (Parrish et al., 2022) evaluate social biases. Larger
models may be less biased, as seen in both Gemini family models (Google, 2023) and GPT
models (Abramski et al., 2023). GPT models mirror social biases in human text, such as gender,
racial, and religious biases (Barea et al., 2023; Bubeck et al., 2023; Parrish et al., 2022;
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Roumeliotis & Tselikas, 2023; Tamkin et al., 2021). GPT-3 and GPT-3.5 showed negative biases
toward math, associating it with negative words like “frustrate,” which mirrored high-school
students’ math anxiety (Abramski et al., 2023). Prompt engineering mitigates biases (Bubeck et
al., 2023). GPT-4 is less biased (Abramski et al., 2023), although GPT models still agreed with
stereotypes under adversarial prompts (Wang et al., 2024). GPT-4 is truth-biased (Markowitz &
Hancock, 2024) and may marginalize cultures for which the model lacks sufficient knowledge
(Li et al., 2024).

Bias (Parrish et al., 2022) and toxicity evaluation address harm (Liang et al, 2023; Guo
et. al., 2023), while lens evaluation addresses capability. Bias refers to “a systematic asymmetry
in language choice” (Liang et al, 2023) that produces harm to certain social groups. “Bias” is a
social construct often associated with stereotypes of demographic categories like age, gender,
and race (Parrish et al., 2022). In contrast, a lens, a cognitive construct, does not associate with
any social groups and is neutral. It is part of human perception, unlike biases which should be
avoided.

Lack of Evaluation of Pragmatic Capabilities in Lens

Assessing GPT-4’s context-appropriate language generation, particularly for second language
learning, is necessary (Godwin-Jones, 2021, 2022). Pragmatics includes pragmalinguistics
(intersection of pragmatics and grammar) and sociopragmatics (intersection of pragmatics and
culture) (Leech, 1983; Van Compernolle, 2014). In second language learning, pragmatic
competence is required for language use in social contexts (Taguchi, 2009; Kecskes, 2013). For
example, appropriate use of speech acts (e.g., Chang, 2011) requires inferences about speakers’
intentions (Domaneschi & Bambini, 2020) and the implicit cultural meaning.

Pragmatic evaluation, tied to language use in context, requires qualitative research, which
is often overlooked. Quantitative metrics can quickly evaluate accuracy but fall short in
evaluating pragmatic quality. For instance, research evaluating whether stories generated by
GPT-Neo, an open-source GPT-3 sized model developed by EleutherAl, were “interesting”
found a weak correlation between human and BERTScore and BERT-NSP scores (Callan &
Foster, 2023). This study aims to address the limited research on LLMs’ pragmatic capability,
especially in lens, by qualitatively assessing GPT-4’s ability in this area.

Conceptual Framework: Lens

“Lens” (Su, 2017, 2022, 2023) refers to speakers’ subjective evaluations, influencing their
perceptions of reality and interpretations of events. For example, perceptions of sending parents
to a nursing home vary with the Significance (Su, 2017), Adversity (Su, 2023), and Factuality
lenses (Su, 2022), which evaluate the event as significant, unfortunate, and justified,
respectively.

Languages provide linguistic devices to construct various lenses. The Significance Lens,
which can be constructed through the Chinese ba-causative, allows speakers to linguistically
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mark an event as highly consequential, challenging, or important, regardless of reality. The
example “& i =F 8, RIVE(ba-) X EFE R FEE B < After multiple considerations, I
decided to send their parents to a nursing home’ shows that ba- signifies the speaker’s evaluation
of the decision as highly consequential, challenging, and important.

The Adversity Lens, which can be constructed through the Chinese bei-passive, presents
an event as undesirable, disadvantageous, morally or socially wrong, empathy-deserving, and/or
sympathy-deserving, regardless of reality. The example “#%(bei-)%oE T 1% 337 ¥ B I —
K, L BEIRIEYG ‘On the day I was sent to the nursing home by my adult children, I was
very sad’ shows that bei- represents the speaker’s evaluation of the event as undesirable,
disadvantageous, morally or socially wrong. Corpus research (Su, 2023) based on naturally
occurring examples (n=1,401) of bei- finds that 84.5% of the time, bei- in conversation conveys
the speakers’ Adversity Lens.

The Factuality Lens, which can be constructed through the Chinese unmarked passive,
directs attention toward the event as a mere fact or a truth, independent of reality. The example
“CEWEICIE A BRI NN ZIE B3 B 27 Elderly people who live alone and cannot take
care of themselves should be sent to a nursing home’ shows that the unmarked passive voice
represents the speaker’s lens of the event as justified.

The capacity to formulate and interpret speakers’ lenses is a crucial component of
pragmatic competence since pragmatic competence necessitates the ability to express or decipher
meanings that are not explicitly stated.

Research Question

What is the pragmatic capability of GPT-4 in expressing, comprehending, and explaining
speakers’ subjective lenses in Chinese, as evaluated via Microsoft Copilot using direct
prompting with zero-shot and single-turn approaches?

Methods

The pragmatic capability of GPT-4 was evaluated using the Nursing-Home Test (Su & Goslar, in
preparation), an instrument that evaluates pragmatic capability in the lens domain through testing
tasks that elicit responses as creative writing, argumentative essays, and written interpretations
and explanations of lenses based on explicit questions. Data was gathered via Microsoft Copilot,
powered by GPT-4. The data consists of 51,168 words in Al responses from 216 queries, using
60 distinctive prompts repeated over six months (2023-2024). A total of 452 cases were
qualitatively identified and analyzed for pragmalinguistic and sociopragmatic capabilities.

Terminology

Pragmalinguistic capability (for AI) or competence (for humans) refers to the ability to convey or
decode intended communicative meanings beyond truth-conditional semantics through linguistic
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forms. In lens, it involves: (1) Production: Choosing linguistic forms to convey subjective
evaluation, such as using the ba-sentence to imply a significant decision. (2) Comprehension:
Understanding intended lenses through linguistic forms, like interpreting the bei-sentence as
indicating adversity. (3) Knowledge: Judging and explaining the appropriateness of linguistic
forms based on intended lenses, such as assessing the use of bei- in a context where the situation
is deemed fortunate.

Sociopragmatic capability/competence refers to the ability to convey or decode
socioculturally appropriate meanings through linguistic forms. For instance, in China, the
cultural value of filial piety emphasizes home care for elderly parents. A nationwide survey
(Wang, 2012) revealed only 5.5% of respondents plan to send their parents to nursing homes,
while 90% prefer home care. Sending Chinese parents to nursing homes is a consequential
decision, often perceived as leaving parents “behind.” Sociopragmatic capability in lens
involves: (1) Production: Choosing lenses that align with the sociocultural context, such as using
the Significance Lens to highlight the gravity of decisions like placing Chinese parents in a
nursing home. (2) Comprehension: Understanding the collective lenses of a group. (3)
Knowledge: Assessing the sociocultural appropriateness of conveyed lenses, like justifying the
use of the Adversity Lens for depicting decisions challenging cultural values, such as filial piety.

Instrument

The Nursing-Home Test was used to evaluate AI’s pragmatic capability in the lens domain. We
used 60 distinctive prompts (see Appendix A for sample prompts) across three dimensions: (1)
“Production” prompts involve creative (narrative) and non-creative (argument) writing tasks to
evaluate the mapping between linguistic choices (e.g., syntactic structures and word choices) and
lenses. (2) “Comprehension” prompts test lens interpretation through various syntactic structures
and word choices, with and without explicit semantics, in contrived and naturally occurring
conversations. (3) “Knowledge” prompts involve judging conflicting lenses in a single sentence,
answering the “No One Right Answer” questions, and explaining pragmalinguistic and
sociopragmatic meanings.

This study uses direct, zero-shot, and single-turn prompting. First, like Liang et al.
(2023), we include general prompts to guide the language model towards robustly responding to
natural language, instead of needing model-specific commands. For example, “Is it
pragmatically appropriate to say this sentence in Chinese? ” is a general prompt. Furthermore,
considering GPTs’ prompt sensitivity (Al Zubaer et al., 2023; Bubeck et al., 2023; Cheng et al.,
2023; Liang et al., 2023; Lin et al., 2022b; Liu et al., 2023; Severin, 2023; Wang et al., 2024), we
also included academic prompts that require GPT-4 to take on a linguist’s role and base its
responses on linguistic findings. For example, “You are a linguist. Use existing linguistic
findings to explain speakers’ subjective evaluations conveyed by the Chinese ba-construction in
general. And then apply your explanation to analyzing the speaker’s subjective evaluation of the
event described by this example sentence.”
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Data

Using Microsoft Copilot’s Precise Mode, we conducted 216 queries across 60 prompts from the
Nursing-Home Test. GPT-4 generated 216 responses totaling 51,168 words, with 23,741 in
Chinese. Irrelevant English text (“Sure, here is a story in Chinese”) was excluded from the
Production data. The word distribution was 23,741 in Production, 8,633 in Comprehension, and
18,794 in Knowledge.

We conducted repeated testing sessions over six months in 2023 and 2024, with intervals
from seconds to months—on May 30, July 13, October 15 and 16, November 30 (twice), and
December 31 (twice) in 2023, and January 11, 12, 14, and 16 (twice) in 2024. Testing methods
included using 30 unique prompts within a single “Topic” or a single prompt in a “New Topic.”
To mitigate in-context learning effects, the prompt order was occasionally reversed.

Analysis

We qualitatively assessed Al’s lens-related capability with 452 analytical cases: 230 in
Production, 92 in Comprehension, and 131 in Knowledge. Criteria included: (1) Production:
Each instance of a grammatical structure (e.g., ba-) to describe the event of sending parents to a
nursing home was a case (n=167) for pragmalinguistics. Each response was a case (n=64) for
sociopragmatics because the rating considers the overall quality of each response in addressing
the complexity of sociocultural issues. (2) Comprehension: For pragmalinguistics, each person
mentioned in the prompt was a case (n=62) because the goal was to determine whether GPT-4
could decode the person’s lens. For sociopragmatics, each response was a case (n=28), excluding
responses to queries that target pragmalinguistics. (3) Knowledge: Each targeting query was as a
case (n=66 for pragmalinguistics and n=65 for sociopragmatics).

The 452 cases include 295 cases analyzed for pragmalinguistic capability and 157 cases
analyzed for sociopragmatic capability. Sociopragmatic analysis was not applicable in cases with
prompts that targeted pragmalinguistic capability only (e.g., “Is it linguistically appropriate to
say this sentence in Chinese?”), and vice versa.

The rating scale of the Nursing-Home Test (Table 1) was used to code data and compute
average scores per category. Rating levels were determined by aligning skills with typical
language or linguistic skills of the human group with native or near-native proficiency. For
instance, a toddler’s response to the appropriateness of using ba- to describe sending parents to a
nursing home would be nonsensical. A language teacher would affirm its implication of
“disposal,” as widely suggested in textbooks and reference books. A linguist, however, would
provide original findings that ba-, in conveying the Significance lens (Su, 2017), maximizes
subjectivity and emotionality (Jing-Schmidt & Tao, 2009), and creates discourse dramaticity
(Jing-Schmidt, 2005).

During the evaluation, each analytical case was assigned an “Individual Point” (Table 1).
Very rarely, if a case corresponded to two human groups, the mean of their points was taken as
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the “Individual Point.” The average of these points was calculated for each category. The
performance level was then determined by mapping this average score to the “Range of Average
Score” on the rating scale (Table 1).

Table 1

The 6-Level Rating Scale of AI Pragmatic Capability (Su & Goslar, in preparation)

Level

Skill

Performance

Individual
Point (for
each case)

Range of
Average
Score

L. Toddler

II.  Elementary-
Schooler

III. High-
Schooler

IV. College-
Student

V. Language-
Teacher

VI. Linguist/

Professional-
Writer

Absent

Minimal

Basic

Satisfactory

Excellent

Original

A complete lack of the skill being assessed. The
skill is either not attempted or attempted but the
application completely lacks validity.

A limited level of performance, where the skill is
observable but rudimentary with general
application that severely lacks depth, substance,
specification, sophistication, nuances, and
through consideration.

A basic, functional, but still developing level of
capability, where an individual or Al can perform
the basic aspects of the skill but moderately lacks
depth, sophistication, nuances, or through
consideration.

A generally acceptable level of performance,
where the individual or Al can perform the major
aspects of the skill effectively but slightly lacks
depth, sophistication, nuances, or through
consideration. The skill is applied consistently,
effectively, and efficiently in most situations.

A high level of mastery and proficiency in the
skill, showcasing full-fledged effective use, with
depth, insight, through consideration or excellent
command of the language, and sophisticated
nuance. The skill is applied, effectively, and
efficiently in almost all situations.

An extraordinary level of performance, where the
individual or AI not only masters the skill but
also innovates, showcasing creativity and
originality, exceptional insight, comprehensive
consideration or masterful command of the
language, sophisticated nuances with attention to
validity or creativity, and openness to
experimentation. The skill is applied, effectively,
and efficiently in almost all situations.

0

0~0.4

0.5~1.4

1.5~2.4

2.5~34

3.5~4.4

4.5~5

184



Results

Choosing the highest average scores (either with general or academic prompts) as indications of
GPT-4’s lens-based pragmatic capability in each category, our results indicate that, with zero-
shot learning, GPT-4 writes and explains pragmatic usage like a language teacher but
comprehends it like a high schooler. The type of prompts used can affect the measured levels of
GPT-4 pragmatic capability in lens. Specifically, we found that (Table 2; Figure 2),

1. Using direct prompts including general and academic prompts, GPT-4’s pragmatic
capability in lens varied across the dimensions of Production, Comprehension, and
Knowledge.

2. Using general prompts, Production received high scores, with both pragmalinguistic and
sociopragmatic capability matching “Language-Teacher.”

3. Using general prompts, Knowledge received a low score in pragmalinguistic capability,
which was “Elementary-Schooler.” However, sociopragmatic capability matched
“College-Student.”

4. Using academic prompts, Knowledge scored “Language-Teacher” in both
pragmalinguistic and sociopragmatic capabilities.

5. Using academic prompting, Comprehension scored “High-Schooler” in both
pragmalinguistic and sociopragmatic capabilities.

Figure 2

Pragmatic Capability of GPT-4 in Lens Measured through Direct Prompting

4.5
4 Teacher Teacher Teacher Teacher
35
3
College-
25 High-  High- Student
Schooler Schooler
2
1.5
i Elementary
~-Schooler
0.5 .
0
Production Comprehension Knowledge Knowledge
(general prompt) (academic prompt) (general prompt) (academic prompt)

m Pragmalinguistic Capability m Sociopragmatic Capability
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Table 2

Average Scores and Levels of GPT-4’s Varied Pragmatic Capabilities in Lens

Dimension Capability Prompting Points/Analytical ~ Average Level
Cases Scores
Production Pragmalinguistic general 680/167 4 Language-Teacher
Sociopragmatic general 256/64 4 Language-Teacher
Comprehension Pragmalinguistic academic 134.5/62 2.2 High-Schooler
(overall)
Pragmalinguistic academic 8.5/10 0.85 Elementary-Schooler
(syntax alone)
Pragmalinguistic academic 126/52 2.4 High-Schooler
(explicit semantics)
Sociopragmatic academic 60/28 2.1 High-Schooler
Knowledge Pragmalinguistic general 39/54 0.7 Elementary-Schooler
academic 48.5/12 4 Language-Teacher
Sociopragmatic general 146/59 2.5 College-Student
academic 24/6 4 Language-Teacher

Production: Excellent Pragmatic Capability at the Language-Teacher Level

GPT-4 showed Language-Teacher level proficiency in pragmalinguistic and sociopragmatic
production, effectively expressing speaker subjectivity in the lens domain with depth and nuance.

In pragmalinguistic production, GPT-4 exhibited remarkable proficiency in employing
linguistic resources to construct intended lenses and create reinforcing co-text for stronger
expressive effects. For instance, GPT-4’s use of ba-sentences in narratives or arguments often
effectively constructs the Significance Lens. These ba-sentences often co-occur with ¥ 7¢
Jjueding ‘to decide,” a term that conveys weight and seriousness, suggesting a significant and
consequential decision. For example (Appendix B), a ba-sentence marking the challenging
decision of sending parents to a nursing home co-occurred with 283 Z R TSI &, IX Nk
€A 5 “after much discussion and consideration, this decision was not easy’ (rated 5).
Similarly, GPT-4’s use of bei-passive sentences often constructs the Adversity Lens, co-
occurring with text such as 47 beishang ‘sorrow’ (rated 4), JRIAR 3545 F1 2 7% 2% “deep
sadness and sense of loss’ (rated 5) or Al T1)Cr B 783 1 A5G ML “Their hearts are filled
with sadness and disappointment’ (rated 5), further reinforcing the sense of adversity and
empathy.

GPT-4 excels in sociopragmatic production, creating socioculturally appropriate lenses.
The plots and linguistic descriptions are socially appropriate and culturally aware. Even when
Chinese culture is not explicitly mentioned, the behaviors of the story characters are culturally
suitable and proficient. For example, GPT-4 often referenced # xiao ‘filial piety’ in the context
of adult children’s decisions about their parents’ care, showing cultural awareness. Another
example (Appendix B) is the nuanced references to collective values, such as the focus on the
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greater good, the importance of self-sacrifice for the family, and the pursuit of mutual benefit for
all.

Comprehension: Pragmatic Comprehension Improved with Explicit Semantics

GPT-4’s pragmalinguistic comprehension, rated as “High-Schooler,” requires explicit semantics
to detect lenses, such as explicit truth-conditional semantics in interjections (e.g., the signing
token % ai) or empathetic words (e.g., F[ 1% kelian, ‘pitiful’) and phrases. GPT-4’s
comprehension of subjectivity in syntactic structures alone was extremely limited. It scored
“Elementary-Schooler” and “High-Schooler” when tested with marked syntax alone and with
explicit semantics, respectively. For instance, without empathetic words, GPT-4 misinterprets
that bei- “does not...carry a positive or negative connotation” (#C.5.3a-20240116-1). However,
with the addition of the signing token "% ai, GPT-4 correctly inferred that “the passive voice #¢
[bei-] ... may imply that the decision was not made by the parents themselves, which could be a
source of the negative sentiment” (#C.2.2b-20240116-1). When one speaker used marked syntax
without explicit semantics and another used both, GPT-4 could only interpret the subjectivity of
the latter. GPT-4 performed well with naturally occurring conversations that included explicit
semantics.

In sociopragmatic comprehension, GPT-4, on average, performed at the “High-Schooler”
level, irrespective of the presence of explicit semantics. Four individual points were obtained in
the assessment of each analytical case: (1) Rated 1, using general and non-specific language like
“in some cultures” or “in some situations.” (2) Rated 2, marked by specificity without nuance,
like “in Chinese culture” or “in traditional Chinese culture.” (3) Rated 3, using specific and
nuanced language like “In traditional Chinese culture... However, in modern times...” or
“several factors.” (4) Rated 4, using specific, nuanced, and insightful language, like references to
“Confucian values.” These findings about GPT-4’s varying performance highlight the
importance of repeated testing and average scoring.

Knowledge: Pragmatic Knowledge Improved with Academic Prompts

GPT-4’s pragmalinguistic knowledge varied with prompt design, matching “Elementary-
Schooler” with general prompts and “Language-Teacher” with academic prompting. Under
general prompts, regardless of the syntactic structures tested, GPT-4’s responses were largely
uniform, indicating a limited ability to distinguish pragmalinguistic nuances. The responses
focused on grammar over pragmalinguistic meaning. GPT-4 did not pass the conflicting lenses
test with general prompting. However, with academic prompts, GPT-4’s performance improved
substantially, providing valid analysis like “it implies a certain degree of adversity or negative
impact experienced by the elderly people, as is often the case in bei- sentences” (#K.3.2b-
20240116-1).

GPT-4 demonstrated satisfactory sociopragmatic knowledge, analyzing sociopragmatic
aspects effectively. Academic prompting resulted in a higher level at “Language-Teacher,”
compared to “College-Student” level with general prompting. Using academic prompting, GPT-4
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exhibited academic reasoning based on scholarly references retrieved through the Microsoft
search engine. For instance, GPT-4 discerningly explained that “the speaker is expressing a
societal expectation rooted in the traditional Chinese value of filial piety....This reflects the
societal pressure and moral judgment associated with this action, reinforcing the cultural norm
that adult children should physically care for their aging parents. It also implies a critique of
those who do not adhere to this norm. Thus, the sentence serves not just to state a fact, but also
to uphold societal values and norms, exert social pressure, and pass moral judgment” (K.3.2a-
20240116-1).

Conclusion

Our study evaluated GPT-4’s pragmatic capability in the lens domain, focusing on speaker
subjectivity. Results indicate that overall, GPT-4 exhibited satisfactory to excellent pragmatic
capability in lens, but specific pragmalinguistic and sociopragmatic capabilities varied across
production, comprehension, and knowledge, and were influenced by the prompting technique.
With general prompting, GPT-4 excelled in production but struggled in pragmalinguistic
knowledge. However, with academic prompts, GPT-4 achieved high levels in both
pragmalinguistic and sociopragmatic knowledge, while comprehension remained at a lower
level. Specifically, we found that,

1. GPT-4’s lens-related pragmatic production is at the “Language-Teacher” level,
excelling in pragmalinguistic and sociopragmatic production. It skillfully employed
optimal linguistic forms to construct intended lenses and create reinforcing co-text.

2. GPT-4’s pragmatic comprehension in lens is at the “High-Schooler” level. It could
detect subjectivity through explicit semantics but struggled with subjectivity in
syntax. It had a basic understanding of lenses in natural conversations that contained
explicit semantics. Limitations may stem from AI’s inability to truly understand
topics.

3. GPT-4’s pragmatic knowledge in lens varied with prompt type. It performed at
“Elementary-Schooler” (pragmalinguistic) and “College-Student” (sociopragmatic)
levels with general prompts but improved to “Language-Teacher” level with
academic prompts. It analyzed sociopragmatic aspects consistently, performing better
with academic prompts.

Our finding that the nature of prompts influences the assessed levels of pragmatic
capability in lens confirms existing research and highlights the importance of prompt design
(e.g., Severin, 2023). Comprehensive prompts help Al—which knows nothing about its human
user and their expectations—understand the intended output better. Without explicit prompts, Al
matches the discourse level most commonly observed in its training data, which for GPT-4 is
mostly internet-based and therefore, at a more casual level than strongly validated academic
discourse. Additional keywords in the prompt might also activate or emphasize specific
partitions of the neural network’s knowledge graph, which can have a strong effect on the output.
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Our findings based on GPT-4 suggest considerable promise in using Al to teach second
language pragmatic subjectivity, provided it is used effectively. We suggest leveraging GPT-4’s
exceptional ability to write narratives that express nuanced subjective meanings in context.
While general prompts may yield satisfactory results in narrative writing tasks, we recommend
academic prompts, such as linguist role-taking, for tasks necessitating text comprehension or
explicit pragmatic meaning explanation. Our positive results were achieved with GPT-4 via
Microsoft Copilot. The performance of older models like GPT-3.5, in ChatGPT’s free version, is
a separate research topic.

This study has implications for computational linguistics and NLP, particularly in
evaluating the subjectivity and quality of Al-generated language. We highlight the need for lens
evaluation to assess Al’s subjectivity, direct linguistic evaluation beyond just accuracy
measurements or “human-like” ratings by non-linguists, and a balanced approach combining
quantitative and qualitative evaluations, like empirical linguistic research on human language.
This can enhance the overall quality and understanding of Al-generated language.

This study reveals LLMs’ pragmatic capability in expressing subjectivity, focusing on the
lens domain in Chinese. However, its applicability to other languages or domains is uncertain.
The study’s reliance on direct, zero-shot, single-turn prompts may not fully represent LLMs’
capacity for complex interactions. The relationship between prompt types and pragmatic
performance needs further quantitative exploration.

This study suggests further research on the impact of prompt types on GPT-4’s
performance and its capability with complex, multi-turn prompts. While we focused on Chinese
via Microsoft Copilot, future studies could explore other languages or models like Google
Gemini. These directions could contribute to a more comprehensive understanding of AI’s
pragmatic capability and overall linguistic capacity.
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Appendix A

SAMPLE PROMPTS FROM THE “NURSING-HOME TEST”

1. Production

Creative & non-creative writing: Story with an argument

Prompt

#P.2.2

Write a story in Chinese criticizing adult children who send their parents to a nursing home.

2. Comprehension

Interpreting lenses through marked syntactic structures and explicit semantics (lexical elements)

Prompt

#C.3.1b

Notes

Zhang is a Chinese old man living in China. Zhang is telling his son about something that
happened to their neighbor, an old couple, who just moved out.

Zhang: HEPGIL ATIEHIENBRENTHT L 7EH TFREFE

What is Zhang’s opinion about the neighbor’s son who sent his old parents to a nursing
home? Please analyze it first from a pragmalinguistic perspective, and then from a
sociopragmatic perspective.

English translation: Those two (honorific classifier) poor (not in a financial sense) elderly
people were sent to a nursing home by their son.

Interpreting lenses in naturally occurring conversations with explicit semantics

Prompt

#C.6.1b

This is a real conversation in a spontaneous talk show in China in 2016. Zuo is a Chinese TV
host, born in 1985 and grew up in China. Joseph is from Britain and was born in London in
1990. Joseph came to China in 2014 or earlier.

Liu: A MAIN H SR Joseph o 1L BEA1R &5 4 A% 277 e 2o
Joseph: (FixMLTRESE, P EEE A LEM.

Q: What is Liu’s subjective evaluation of Joseph’s desire to send his parents to a nursing
home? And what is Joseph’s subjective evaluation of the event of sending one’s parents to a
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nursing home? Please analyze it first from a pragmalinguistic perspective, and then from a
sociopragmatic perspective.

Notes  English translation: Andrew: The most cold-blooded person is actually Joseph. You are just
going to send your parents to the nursing home. Joseph: Sending them to a nursing home
doesn’t mean you won’t visit them.

3. Knowledge

Conlflicting lenses test (pass if Al answers no)

Prompt  [s it pragmatically appropriate to say this sentence in Chinese ? A Ky 88 EHT AR Faz

» IR T8 7 L& B 7RE R T
#K.1.1b

Notes English translation: I think my neighbor’s parents are very lucky because they were sent to a
nursing home by their children. (Using the bei-passive that constructs the Adversity Lens)

NORA “no one right answer” test

Prompt s it socioculturally appropriate to say this sentence in Chinese? 1 #% F7RE i 7

LAETHAFNHT -
#K.2.3d
Notes English translation: The children whose parents were sent to a nursing home are very

unfilial. (Using the bei-passive)
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Appendix B
ANNOTATION AND ANALYSIS OF EXAMPLE #P.1.1-20230530

1. Al output

write a story in Chinese about sending parents to a nursing home.

FERERN—MWER, B—M=ARENZRE. HREFECE, ERINISRET. thils0)LFFiL
IRICTF TIFNIRME CRY%Z T, RIRENFIERIRRSRMAFEIIR ORI,

ZPLIRNCIER, XPFRERECERBXEFER, BEALURMEWABNFENSTE. XNREH
B85, AREFENNG, ZER—HMEENNEN, BMEENLEHRIANE—FEE.

£, HREBELINE, ERLEEHREFER. MMIESRAMRE, EhEHFERIEFARSETH
FILFIRRM. SR THAR, FEMSHED, RFERNES.

JUFF)USEERERE, AHERFRSHELEHERS. MIEHFRRERIMER, ILREBREE
BHER.

FEERIERIAR, XN RESRIEXFERFERENIEARRIFIORE. HREHERTRIFHNR
PR, EftSREMRBAILEETFECHRE, MARBORXBIIRER.

BE, ENFEFR T ERMEMHRERRERN TEARRE. tiIthFSTEMXTAILUASHAR
B HERIA, BMEXERE R M.

190f 20

English translation:

In a small village in China, there lived a family spanning three generations. The grandparents were
advanced in age, and their health was on the decline. Their son and daughter-in-law, occupied with
work and caring for their own children, found it challenging to provide the necessary care and
attention for their elderly parents.

After numerous discussions and considerations, the family decided to move the grandparents to a
nursing home, where they could receive professional care and support. This decision was not taken
lightly, as in Chinese culture, filial piety is a significant value, and caring for elderly parents is
considered a virtue.

Initially, the grandparents were somewhat hesitant, but they eventually agreed to move to the nursing
home. They missed their family and home, but they also appreciated the care and attention provided by
the staff at the nursing home. They made new friends and participated in various activities, staying
active and involved.

The son and daughter-in-law visited their parents regularly, bringing their children along to spend
time with the grandparents. They also brought home-cooked meals and delicacies, making the parents
feel more at home.

As time passed, the family realized that moving their parents to the nursing home was the best decision
for everyone. The grandparents were well taken care of, and the other family members could focus on
their own responsibilities without having to worry about the health of their parents.
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In the end, the family learned that sometimes making difficult decisions is for the greater good. They
also learned that love and care can be expressed in many different ways, even if it means making
sacrifices.

2. Annotation

Pragmalinguistic capability Sociopragmatic capability:
(bold., underlined)
0 — Toddler level (Absent) 0 — Toddler level (Absent)
2 — High-Schooler level (Basic) 2 — High-Schooler level (Basic)
3 — College-Student level (Satisfactory) 3 — College-Student level (Satisfactory)
4 — Language-Teacher level (Excellent) 4 — Language-Teacher level (Excellent)

5 — Linguist/Professional-Writer level (Original) 5 — Linguist/Professional-Writer level

(Original)

FEPER—AMMIER, A2 RENFERE, HORHFEEES, @ERIENER T, ]
LA LA+ TARRIIR B B 1, BIRARME NI A B BB 75 1 5 Lo AT BT

L 2 TR A RE, XA S EE RE ST BHERIFRERE <ba>, JREL AT SR HE Ll A4 BEAN 5L
o XANREHAR S, BAETEAG, FER - HEERNEN, BBETG KB
NR—FEE.

e, HHAREALEINTE, (R SRR Zi<SVO>, MRS T MK, HibEEFRE
Bt TAEN R4 TR ORI, ARS8 T HIAL IESmafhissh, RFERMES5S.

JLF R E PR AL RE,  FFalidE £ 1 S RHIEEEI . A TIE i R W Sefnse &, ik
SCRHESE B ALK

WA I [B] B, XA SR R IR B A REEBISR E e <ba>IE X 1A ANF B RIIE, AR
B TARAFROMET,  FAt S R ] LLEVE T B SR STE, A H O SRR (AR

&, ENFEFS T AR REHEAERN RE RN T ERKME, MfiIdEs T ZASCHRE D
DEFAE KA RFE, B IXRIRE B A
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3. Analysis
(1) Individual points of three analytical cases of pragmalinguistic capability:

e Case #1: Ba- (rated 5) marks Significance (highly challenging) and co-occurs with Z83d 2 /X5 i
FIZEE, X NPE AR S “after much discussion and consideration, this decision was not
easy,” indicating a difficult decision that was not easy to reach, indicating the ability to skillfully
and efficiently create reinforcing creative co-text.

e Case #2: SVO (rated 4) appears as the subsequent event of 1 5BF 274 “The grandparents
are somewhat hesitant.” The neutral SVO structure is an optimal grammatical choice to mark the
temporal sequencing and not significance or adversity.

e Case #3: Ba- (rated 5) marks Significance (highly consequential) and with the lasting impact
specified - X JT A N#lERlf . #HACEHS 2] T ARKFROIRET, FAR S BER S T LR E T H B
FI534E, TALIAC BRI RE . It’s best for everyone. The grandparents are well taken
care of, other family members can focus on their own responsibilities, and don’t have to worry
about the health of their parents.’

(2) The individual point for sociopragmatic capability:

Rated 4. Reasons: The Al-generated story uses specific, nuanced, and insightful language that reflects
Chinese culture, showing GPT-4’s ability to choose lenses that align with the sociocultural context. The
bold underlined text (copied below) provides evidence of this, such as references to Chinese collective
values, including:

e filial piety as a Chinese virtue. See: £/ [E AL HT, ZEiE 2 —FhEE ZE RO EM, BB AL
BEYE A& — 3248, “In Chinese culture, filial piety is a significant value, and caring for
elderly parents is considered a virtue.”

e the pursuit of mutual benefit for all. See: Xf Bl N AR & LF (I ¥R 5E “the best decision for
everyone.”

e the focus on the greater good. See: A o {5 A5 H X HE ¥ ¥ g A2 4 7 BRI 28 “Sometimes
making difficult decisions is for the greater good.”

e the importance of self-sacrifice for the family. See: fhfi 1t 2% 2> | 52 A& BT LA LA Z FiAS [A] 1)
JrERIE, B R B 4% “They also learned that love and care can be expressed in
many different ways, even if it means making sacrifices.”
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