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ChatGPT has proven beneficial in a variety of educational contexts, yet its effectiveness 
in scoring integrated second-language writing tasks remains uncertain. This study, 
therefore, explores the accuracy and reliability of ChatGPT-generated scores versus 
human ratings under two prompting conditions (with or without writing prompt and 
source texts) and examines the reasons behind rating discrepancies using a mixed 
methods approach. ChatGPT rated 74 argumentative essays from the Iowa State 
University English Placement Test Corpus of Learner Writing under the different 
prompting conditions; its ratings were then compared with those of human raters. 
Compared to human raters, ChatGPT’s reliability was moderate to low. This was the case 
in both prompting conditions. In addition, a qualitative analysis of ChatGPT’s scoring 
rationales suggested that, unlike human raters, ChatGPT was limited in detecting content-
related issues and integrating source text information. The findings of the study suggest 
that a more rigorous process may be required to train ChatGPT to rate similarly to human 
raters. 
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Introduction 

Automated Essay Scoring (AES) is a computer-based assessment system developed to 
automatically score or grade student responses by analyzing relevant features. Integrating 
methodologies from diverse fields such as linguistics, psychometrics, cognitive science, and 
computer science, AES systems have become crucial in evaluating and grading written work in 
L2 contexts (Cotos, 2014; Lagakis & Demetriadis, 2021; Lu & Hu, 2022; Shermis & Burstein, 
2003). The utilization of natural language processing (NLP), a specialized area under AI; 
machine learning (ML), an independent area of research in AI; and advanced statistical methods 
enable these systems to analyze various linguistic features in written language, providing an 
assessment of grammar, syntax, style, and coherence. This type of analysis can enhance scoring 
accuracy and contribute valuable insights into L2 writing development.  

Initially developed to address challenges in large-scale testing environments, AES 
systems offer solutions to logistical complexities and the subjective nature of human ratings, thus 
ensuring more consistent and unbiased evaluations (Stevenson & Phakiti, 2019). The automation 
of the scoring process by AES systems addresses the issue of time and resource constraints often 
encountered in language assessment contexts. This efficiency makes AES systems a practical 
and appealing option for educational institutions and language testing organizations, particularly 
when dealing with high volumes of written assessments. 

Given the time and labor-intensiveness of grading student essays, both for large-scale 
tests and local exams alike, the development of AES systems continues to be of great interest to 
the testing community (Dikli & Bleyle, 2014; Vajjala, 2018; Wang & Brown, 2007). Educational 
Testing Service (ETS) has been actively researching AES research for over a decade, developing 
algorithms capable of assessing essays across diverse domains (Burstein & Chodorow, 1999; 
Burstein et al., 2003). Technological advancements have played a key role in enhancing AES 
systems over time. Attali and Burstein (2005) demonstrated that e-rater v.2.0, an AES system 
utilized by ETS, exhibited higher agreement rates with human scores compared to its 
predecessor, e-rater v.1.3. Their findings also highlighted increased scoring standardization, 
enabling the creation of a unified scoring model applicable to all prompts within a program or 
assessment. This approach aimed to improve the validity of AES by providing users with a better 
understanding and control over the automated scoring process (Attali & Burstein, 2006). 

Another key advantage of AES systems is their ability to provide consistent and objective 
scoring compared to the potential biases and variability of human raters. In their study, Beseiso 
et al. (2021) evaluated a transformer-based neural network model aimed at improving automated 
essay scoring. Their proposed AES was compared with both human raters and state-of-the-art 
methods. The findings revealed that their model outperformed existing approaches in essay 
scoring, with consistent results observed across different sets. This consistency is especially vital 
in large-scale testing where fairness and reliability are of utmost importance. The sophistication 
exhibited by AES systems such as IntelliMetric® and Project Essay Grade, as discussed by 
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Cotos (2014), not only helps in advancing scoring accuracy but also demonstrates an increasing 
success in achieving consistency in automated essay scoring. Studies have generally shown a 
degree of consistency between AES scoring and human raters, despite some exceptions 
(Bridgeman et al., 2012; McCurry, 2010; Weigle, 2013; Williamson et al., 2012). For example, 
Warschauer and Ware (2006) found that the correlation between AES-generated scores and 
human-assigned scores is comparable to the correlation between scores from two different 
human raters. On the other hand, Bridgeman et al. (2012) found the agreement between machine 
scoring and human scoring to be relatively low, with an exact agreement of 63%. These studies 
underscore the importance of investigating the accuracy and reliability of different types of AES 
systems when compared to human raters. 

The introduction of ChatGPT, a web-based, publicly available, and easy-to-use AI tool, 
has expanded the possibilities for local testing environments to initiate their own AES systems. 
Before the public release of ChatGPT in 2022, AES focused on machine learning models and 
deep learning approaches that require high-level programming knowledge. As ChatGPT is within 
the reach of many individuals and institutions, this powerful AI program can be leveraged for 
local AES needs. Despite progress in AES and AI, however, research on the efficacy of GPT 
models for AES is scarce. While primarily viewed as a language generation tool, research has 
shown promise in using ChatGPT for AES (e.g., Mizumoto & Eguchi, 2023) and providing 
feedback on student essays (e.g., Dai et al., 2023). Using AI to evaluate and score student exam 
work is not without controversy (Nam & Bai, 2023). However, as ChatGPT’s prompt-based 
interface makes AI accessible to the public, including schools and language testing institutions, 
finding reliable means to harness AI for AES would assist test administrators in terms of 
workload, labor cost, and turnaround time. To investigate these possibilities, the following 
research questions are investigated:  

1. How accurate are scores assigned by ChatGPT 4.0 compared to human ratings? 
2. Does providing the test prompt and source texts significantly influence ChatGPT’s 

ratings? 
3. What factors result in discrepant ratings between human raters and ChatGPT? 

Using an explanatory sequential mixed method design (Creswell & Plano-Clark, 2017), these 
research questions should help investigate the accuracy of ChatGPT’s produced scores, as 
compared to human raters; determine what methods of prompt engineering assist ChatGPT in 
producing more accurate scores; and identify areas where ChatGPT is comparatively limited in 
its ability to capture and rate writing issues.  
 

Methods 

In this study, we employed an explanatory sequential design (Creswell & Plano-Clark, 2017, p. 
148) to investigate the efficacy and accuracy of ChatGPT 4.0 in assigning scores to written 
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language tests, specifically in comparison to human raters. To align with our research questions, 
this design was applied in two distinct phases. First, we conducted a quantitative analysis using 
scores assigned by ChatGPT 4.0 and human raters to a sample of essays from Iowa State 
University’s EPT corpus. This phase was essential to establish a baseline comparison of scoring 
accuracy. Subsequently, in the qualitative phase, we focused on the factors influencing any 
observed differences in scoring, thus providing insights into our understanding of the initial 
quantitative findings. This sequential approach allowed for a comprehensive examination of 
ChatGPT’s capabilities and limitations in the context of language assessment. 

Test Data 

The writing samples evaluated in the study were obtained from Iowa State University’s (ISU) 
English Placement Test (EPT) Corpus of Learner Writing 2.2 (2017). The EPT is administered 
every semester to incoming students at ISU whose first language is not English. The test assesses 
students’ ability to communicate effectively in a university setting, and the results of the test play 
a crucial role in determining whether students require additional English language support at the 
outset of their studies at ISU. 

A sample of 90 essays was selected from the Fall 2016 EPT administration data, where 
test takers were given 30 minutes to write a 300–350 word integrated argumentative essay for 
Task 2 of the writing test. In the essay, test takers were asked to argue for or against the notion 
that robots taking over some jobs is beneficial to humanity while integrating information from 
the two source texts and their own ideas to support their argument.8 Based on the writing test 
results, students are placed into one of the three placement levels (B, C/D, Pass). To include a 
wide range of writing performances, we selected 30 essays at random from each of the placement 
levels, resulting in a total of 90 essays. 

Human Ratings 

Since the score that the test taker received in Task 2 alone is not available in the EPT Corpus of 
Learner Writing 2.2 (2017), we decided to reevaluate the essays for the purpose of the study. The 
90 essays were rated by six doctoral students enrolled in the Applied Linguistics and Technology 
program at ISU. The raters possess significant expertise in second language teaching and 
assessment and underwent training on scoring test responses utilizing the EPT Writing Scale (5-
point, holistic scale; see Appendix A for more details).  

Each rater was responsible for evaluating 44–46 essays, which allowed each of the 90 
essays to receive three independent ratings. From these raw scores, a fair average (i.e., the score 
                                                           
8 The task prompt and source texts can be found on the ISU EPT website 
(https://apling.engl.iastate.edu/wp-content/uploads/sites/221/2016/04/Sample-FormAA.pdf). 
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adjusted for differences in rater severity/leniency) of each essay was obtained using many-facet 
Rasch measurement (MFRM) with FACETS 4.1.0 (Linacre, 2023). Specifically, a two-facet 
model involving 90 examinees and six raters was run. The final placement level for each essay 
was determined based on the EPT cut score thresholds. In line with the EPT placement levels, 
essays with a fair average score of 4.0 or higher were classified as ‘Pass,’ essays with fair scores 
in the intermediate range were classified as ‘C/D,’ and those scoring below 2.5 were classified as 
‘B.’ 

MFRM was also used to identify essays that were rated less consistently compared to 
other essays. Through an iterative process described in Table 1, we removed ten essay responses 
from the data to improve the measurement of the examinee facet as well as the rater infit/outfit 
statistics. As human ratings served as a standard to evaluate the accuracy of ChatGPT’s ratings, 
improving the measurement results by removing these few misfitting cases was considered a 
necessary step. 

Table 1 

Process of Removing Misfitting Essays to Ensure the Reliability of Human Ratings 

 Mean-square range for 
‘rater’ infit/outfit 

Exclusion criteria applied to improve 
‘examinee’ fit statistics 

After the first estimation .53 – 1.61 Five essays with mean-squares and 
standardized fit statistics (Zstd) above 2.0, 
which indicate severe model underfit (Smith 
et al., 1998), were removed. Two essays that 
included no text were also removed. 

After the second estimation .63 – 1.47 Three more essays were excluded using the 
same criteria. 

After the third estimation .62 – 1.34 There were still essay responses with mean-
squares above 2.0, but no responses had 
standardized fit statistics above 2.0. 
Therefore, we stopped removing misfits. 

Note. Mean-squares near 1.0 indicate little distortion of the measurement system. The acceptable upper and lower 
bounds of infit/outfit values are usually set from .7 to 1.3; however, Wright and Linacre (1994) state mean-square 
values from .5 to 1.5 are also productive for measurement. 
 

ChatGPT Ratings 

After excluding ten essays from the initial dataset, 80 essays were available to assess ChatGPT’s 
ratings. Among these essays, six essays (two per placement level) that received the most 
consistent ratings based on MFRM results were selected as benchmark or model responses. The 
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remaining 74 essays were given to ChatGPT 4.0 to rate, along with the EPT writing scale 
descriptors and the selected benchmark responses.  

The accuracy of ChatGPT ratings was tested in two different prompting conditions: 

1. With writing prompt and source texts: In this condition, ChatGPT had access to the 
writing prompt and the source texts that test takers were required to integrate into their 
responses.  

2. Without writing prompt and source texts: In this second condition, ChatGPT rated the 
essays without any contextual information from the source texts or prompts, relying 
solely on the content of the essays. It was hypothesized that ChatGPT ratings would be 
less accurate in this condition. 

Due to the token limit, ChatGPT was prompted in multiple turns, as detailed in Appendix 
B. In the first turn, we provided the context, rating criteria with score weighting, and either with 
or without writing prompt and source texts. In the second turn, we provided the rating scale 
descriptors based on the original EPT rating rubric (Appendix A). The scale itself is holistic but 
requires raters to consider four different dimensions of the writing (i.e., organization, arguments 
and details, grammar and lexis, and conventions). With separate descriptors from each of the 
four dimensions, we organized this information in a long text format for each score level. We 
then gave ChatGPT the sample essays and asked ChatGPT to rate the new essays. 

We opted not to adjust ChatGPT’s temperature settings. This decision was based on the 
consideration that typical users in educational settings would likely use the default settings. By 
maintaining these standard settings, the study aimed to replicate the conditions under which 
educators and teachers would normally interact with ChatGPT for an essay evaluation task. 
Although we did not prompt ChatGPT to produce score justifications, it did so automatically. 
These justifications were saved into an Excel spreadsheet and were used to explore research 
question 3. 

Analysis 

The accuracy of ChatGPT ratings was evaluated by looking at the exact agreement between the 
scores that ChatGPT provided and the human-rated scores. Additionally, to see how consistent 
ChatGPT ratings were compared to human ratings, various inter-rater reliability measures such 
as adjacent agreement, Cohen’s Kappa, and Krippendorff’s Alpha were calculated. All measures 
were calculated for both prompting conditions (i.e., with/without writing prompt and source 
texts).  

Next, to understand which writing aspects are difficult for ChatGPT to provide accurate 
ratings for, the rationale that ChatGPT provided, along with the scores in the ‘with writing 
prompt and source texts’ condition, were qualitatively examined by three of the researchers. Two 
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essays where ChatGPT assigned a higher score than human raters and two where it assigned a 
lower score were randomly selected from the pool of essays in which ChatGPT assigned 
different scores than human raters. The researchers collaboratively examined the essay responses 
and the rationales provided by ChatGPT. Through a process of shared discussion and 
interpretation, the researchers worked towards reaching a consensus on aspects of writing that 
the AI system might struggle to assess correctly.  

Results and Discussion

Table 2 summarizes the accuracy and reliability of ChatGPT scores compared to human raters in 
both prompting conditions. The exact agreement results show that ChatGPT ratings were 
accurate 55–57% of the time. This finding is consistent with several studies, including Naismith 
et al. (2023), who reported a 51% agreement, and Mizumoto and Eguchi (2023), who observed a 
54.33% rate of exact agreement. In this study, while exact agreement was slightly higher when 
ChatGPT was provided with the writing prompt and the source texts, the difference was quite 
small, suggesting that the presence of these additional contextual elements does not significantly 
impact the accuracy of the ChatGPT ratings. The slight differences in accuracy with additional 
contextual elements, as shown in our results, echo the findings of Liu et al. (2023) and Yancey et 
al. (2023), who also reported minimal variance between zero-shot (without specific instructions) 
and few-shot (where a small number of examples are provided for guidance) learning conditions. 
However, Fagbohun et al. (2024) highlighted the benefits of using few-shot learning with a chain 
of thoughts, suggesting that tailored contextualization can improve scoring accuracy in certain 
scenarios. This contradictory finding indicates a need for further research to understand the 
conditions under which additional contextual information significantly influences the accuracy 
and reliability of large language model (e.g., ChatGPT) ratings. 

Similar to the previous research (e.g., Liu et al., 2023; Naismith et al., 2023; Yancey et 
al., 2023), the adjacent agreement was very high in both prompting conditions, which could 
suggest a general alignment in the scoring tendencies between ChatGPT and the human 
evaluators. However, given that the essays were categorized into one out of three placement 
levels, the high adjacent agreement may be partly attributed to the limited range of scoring 
options, increasing the likelihood of scores falling into adjacent categories by chance. Measures 
such as Cohen’s Kappa and Krippendorff’s Alpha that adjust for chance agreement and the 
extent of disagreement between ratings provide a more accurate estimation of inter-rater 
reliability. The values of these measures, ranging from .31 to .43, suggest that the reliability of 
ChatGPT’s ratings, in comparison to human raters (see Table 2), falls within a fair to moderate 
range. This finding is similar to the findings of Xia et al. (2024) which showed that while the 
QWK values improved with specific prompt information and indicators, there were fluctuations 
observed throughout the experiments. The authors observed fluctuations in the reliability of 
ChatGPT scoring, suggesting variability in its performance. They noted that despite subsequent 
iterations of prompt combinations, there was no significant improvement in scoring accuracy, 
indicating that reliability could be influenced by earlier prompt information.  
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Table 2 

Inter-rater Reliability Between Human Judges and ChatGPT 

With writing prompt and 
source texts 

Without writing prompt and 
source texts 

Exact agreement .57 .55 

Adjacent agreement 1.0 .99 

Cohen’s Kappa (linear weighted) .36 .31 

Krippendorff’s Alpha .42 .45 

Since existing literature highlights consistency in the content of feedback rationale 
between humans and ChatGPT, with both focusing on aspects such as clarity, flow, and structure 
(e.g., Dai et al., 2023; Naismith et al., 2023), we specifically conducted a qualitative analysis on 
four essays that received discrepant ratings along with the rationales provided by ChatGPT. In 
our analysis, we observed that ChatGPT appears to have limitations in effectively identifying 
content-related issues in these essays.  

For example, Table 3 shows an essay that received a score of 2 (placement level C/D) 
from ChatGPT and a score of 1 (placement level B) from human raters. In most parts of the 
essay, the writer argues for the notion that robots taking over some of the jobs is beneficial to 
humanity. However, in the middle of the second paragraph, the writer writes about the possibility 
of robots becoming damaged and the cost of repairing them, which does not necessarily support 
the writer’s main argument. The writer ends the second paragraph by stating, “It is not only 
doing high risk jobs about also working without stopping is useful form humans.” While this idea 
is not difficult to follow — that robots would be beneficial if they could do high-risk tasks 
without needing repairs — the writer’s argumentation is disjointed as they do not explain how to 
prevent robots from becoming damaged or how the financial cost is negligible compared to the 
cost of human life. This gap in the argumentation, which affects the overall coherence of the 
essay, seems to have been overlooked by ChatGPT in its evaluation, indicating a potential 
limitation in its ability to critically assess the logical flow and the completeness of an argument. 

Furthermore, the organization of the essay’s paragraphs does not align with the thesis 
statement presented in the introduction. Notably, the second point in the thesis, “Robots can 
work permanently,” is contradicted by points raised in the second paragraph regarding the 
potential damage to robots and the costs of repair. This inconsistency between the thesis and the 
body of the essay further demonstrates a lack of cohesion in the writer’s argument, a critical 
issue that was not adequately identified by ChatGPT in its rating process. The confusing 
organization of the essay, along with weaknesses in other aspects of the writing (e.g., lack of 
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supporting details, grammar and vocabulary errors, no citations), warranted a lower score from 
human raters. However, ChatGPT assigned a higher score of 2, revealing a potential discrepancy 
in its evaluation process compared to human raters’ more nuanced analysis of content coherence 
and essay structure. 

Table 3 

Sample Essay (ChatGPT Rating > Human Rating) 

Essay #44 ChatGPT’s rationale for score 

There is no doubt that most of the humanbeings 
prefer Robots doing their jobs while they sit at home 
and relax. Robots are smart artificial intelligent 
tecnology that can do any tasks given by the human. I 
strongly agree that Robot taking aver humans jobs is 
beneficial to humanity in three main reasons: Robots 
can do high risk tasks, Robots can work permenatly, 
and Robots will never ask for pay checks. 

Plenty jobs in the world are very dangerous to 
humans which many often couple of people avoid 
doing it. Robots can easly do them without causing 
any harm to humans, however; if the Robot got 
dameged, the cost of reparing it is expensive. It is 
expensive. It is not only doing high risk jobs about 
also working without stopping is useful form humans. 

Humans cannot work 24/7 hours because their 
abilities are limited, so using robots in place that 
require premenat assitait such as hospitals, air ports, 
and school. 

Organization (Unity, Cohesion, Coherence, 
Relevance): The essay has a clear introduction and brings 
forth a few arguments in favor of robots. However, it 
lacks a conclusion and the overall organization can be 
confusing at times. There’s a semblance of unity in the 
paragraphs but is not adequately organized. This seems to 
fit the Score Level 2 criteria. 
Arguments & Details (Supporting Details, Relevance): 
The essay brings out some clear points such as the 
capability of robots to perform high-risk tasks and work 
continuously. But there’s a need for more supporting 
details to strengthen the arguments. The lack of examples 
or external references to support arguments places this in 
Score Level 2. 
Grammar and Lexis (Range, Accuracy, 
Appropriateness): There’s an attempt at using a range of 
vocabulary, but several grammatical and lexical errors 
interfere with comprehensibility. This points to Score 
Level 2. 
Conventions (Spelling, Paraphrasing, Citing External 
Sources): There are several spelling errors and no 
mention or citing of external sources. This aligns with 
Score Level 2. 

Overall Rating for Essay 44: Score Level 2 

Table 4 is another example that reveals differences in the way human raters and ChatGPT 
evaluated the essays. Essay 71 received a score of 3 (Pass) from human raters and a score of 2 
(C/D) from ChatGPT. Upon examination of the response and the rationale that ChatGPT 
provided, the researchers found that ChatGPT appeared to penalize the writer for certain aspects 
of the writing that the human raters considered less critical. For instance, ChatGPT states that 
“the conclusion seems cut off,” likely due to the conclusion paragraph consisting of only one 
sentence. This emphasis on the length and form of the conclusion by ChatGPT contrasted with 
the researchers’ point of view that a concise conclusion, if effectively summarizing the main 
arguments and providing closure, can be adequate. This perspective is particularly relevant when 
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considering the testing environment, where students often face time constraints. The presence of 
a concluding sentence, even if brief, might be deemed satisfactory by human raters familiar with 
testing conditions. This highlights a potential discrepancy in the assessment criteria between 
ChatGPT and human raters, with ChatGPT potentially applying stricter standards for structural 
completeness compared to human raters, who may prioritize pragmatism and content relevance 
in a time-constrained testing environment. 

Table 4 

Sample Essay (ChatGPT Rating < Human Rating) 

Essay #71 ChatGPT’s rationale for score 

In the recent decades, technology has became more and more 
advanced 10 years from now, it wouldn’t be surprised to see 
robots taking over human’s jobs.  I personally think that robots 
taking over some of the jobs is not beneficial to humanity. 

Firstly, robots taking over the jobs will increase the rate of jobless 
people.  Robots can only replace jobs that require simple skills like 
cleaning, repairing and so on.  People with jobs that require those 
skills are usually people from slightly humble background.  Some 
people might need those jobs to support their entire family or pay 
for their tuition fees.  By eliminating those job options from 
human, it’ll create unavoidable subsequent events. 

When there’s more jobless people, there’ll eventually be more 
homeless people.  The government will have to figure a way to 
collect fund to compensate the homeless/Jobless people.  One of 
the ways would be by increasing the tax.  By increasing the tax, it 
would affect every job class and approximately everyone in the 
country/globe. 

Furthermore, robots are most reliable.  The recent technology are 
still unable to create a machine that has its own thoughts, and that 
means machines can’t solve problems.  Machines are created by 
men so when there’s some technical issues, men are still required 
to fix it so why bother using a machine when you can use a 
human?  Thus, robots have no emotions just image walking into a 
restaurants and served by a robot instead of a waiter/tress that 
would greet you and smile at you. 

In conclusion, I think that some things/jobs are still meant for 
human and no machines can ever replace human’s unique traits 
and characteristics. 

Organization (Unity, Cohesion, 
Coherence, Relevance): The essay’s 
organization requires effort to follow. 
There’s an introduction but the conclusion 
seems cut off. Some cohesive and 
transitional devices are used but could 
benefit from more to improve flow. 
Paragraphs mostly display unity with some 
evidence of focus. Score: 2 
Arguments & Details (Supporting 
Details, Relevance): The essay presents 
arguments that are mostly developed, 
though more supporting details would 
strengthen them. Details are mostly clear 
and relevant. No sources are integrated. 
Score: 2 
Grammar and Lexis (Range, Accuracy, 
Appropriateness): The writer displays 
good control of simple grammar structures 
and some complex ones. Vocabulary is used 
with some repetitions and there are 
instances of inappropriate word choices. 
Some grammatical errors present. Score: 2 
Conventions (Spelling, Paraphrasing, 
Citing External Sources): There are some 
spelling errors, but they don't significantly 
interfere with comprehensibility. No 
external sources were used or cited. Score: 2 

Total Score for Essay 71: 2 (Level 2) 

Additionally, ChatGPT faced challenges in discerning whether information from the 
source texts was incorporated into the responses. For instance, in Essay 71, despite the lack of 
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explicit citations, numerous supporting details seemed to correspond with the information 
provided in the source texts. ChatGPT’s evaluation, however, failed to sufficiently recognize this 
correspondence. This stands in contrast to the human evaluators who, being familiar with the 
source material and the context of the test, were capable of inferring the connections between the 
content of the essay and the source texts. This difference underscores a key distinction in the 
evaluative capabilities of ChatGPT compared to human judges, particularly in understanding the 
content-related aspects of the essays. 

Conclusion 

With the increasing excitement surrounding AI tools such as ChatGPT for writing evaluation, it 
is crucial for educators to understand the capabilities of these tools and what limitations they 
may have specifically for integrated essay scoring. Understanding the strengths and weaknesses 
of ChatGPT, particularly in accurately assessing student writing, can help educators make 
informed decisions about integrating these tools into their teaching and assessment processes. It 
is essential to recognize areas where AI can reliably assist, such as identifying grammatical 
errors or providing basic feedback, and areas where it may fall short, such as understanding 
nuanced arguments or the context of certain responses.  

The findings of this study have particular relevance to the assessment of integrated 
writing tasks using ChatGPT. When humans rate integrated writing tasks, they must leverage 
their understanding of the source text to judge the response’s quality. Therefore, we 
hypothesized ChatGPT to rate the essays more similarly to humans when given the writing 
prompt and the source texts. However, our results showed no significant difference, prompting 
questions about ChatGPT’s evaluation criteria and the extent to which it utilizes the provided 
prompts in its assessment process. To our knowledge, this is the first study to evaluate 
ChatGPT’s effectiveness for AES in the context of integrated writing assessment. When 
discussing the effectiveness of AES, we believe it is important to consider the specific task being 
assessed, as some tasks might be evaluated more effectively than others (e.g., independent vs. 
integrated tasks). Further research into optimizing the ways ChatGPT is prompted to rate source-
based integrated tasks is also highly recommended. 
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Appendix A 

English Placement Test (EPT) Writing Rating Scale 

 

The EPT Writing Rating Scale is also available as a pdf file on the ISU EPT website 
(https://apling.engl.iastate.edu/wp-content/uploads/sites/221/2016/04/EPT-Writing-rating-scale-
updated.pdf). 

 

 

 

 

 

 

https://apling.engl.iastate.edu/wp-content/uploads/sites/221/2016/04/EPT-Writing-rating-scale-updated.pdf
https://apling.engl.iastate.edu/wp-content/uploads/sites/221/2016/04/EPT-Writing-rating-scale-updated.pdf
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Appendix B 

Prompts Used for ChatGPT Ratings 

Turn #1 
     

          Researcher 
You are a rater who rates English language learners' essays in a placement test at a 
university. Based on your evaluation, each student will be placed into a course.  

  Context 

    

This test assesses students’ ability to summarize, synthesize, and evaluate 
information presented from different sources and to state and support their arguments 
with sufficient details and examples in standard English. Students are presented with 
two texts written about the potential impact of robots on the current workforce. They 
have to read the two texts and write a four-paragraph essay (300 - 350 words) 
indicating whether or not they think that robots taking over some of the jobs is 
beneficial to humanity or not. They should use information from the two texts and their 
own experience to support their views. Students should also give credit to the author 
when they use ideas or examples from the texts. Students should demonstrate their 
ability to summarize or paraphrase the ideas in the text. They should not quote from 
the texts. That is, they should not copy word-for-word from the texts. 

  Writing 
prompt 
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Here is Text 1: 
Title: Robots will take over most jobs within 30 years, experts warn By Sarah Knapton 
from the Telegraph 
Robots will have taken over most jobs within 30 years leaving humanity facing its 
'biggest challenge ever' to find meaning in life when work is no longer necessary, 
according to experts. Professor Moshe Vardi, of Rice University, in the US, claims that 
many middle-class professionals will be outsourced to machines within the next few 
decades leaving workers with more leisure time than they have ever experienced. 
According to Professor Vardi, machines will be able to outperform humans at almost 
any task. Already, robots are doing more and more jobs that people used to do. Such 
jobs include pharmacists, prison guards, boning chicken, bartending, and so on. The 
question is, does technology benefit humanity? Existing robotic and AI technologies 
were already eliminating a growing number of middle-class jobs, and many claim that 
the pace of advancement in the field of artificial intelligence (AI) is increasing. For 
example, robots in development can climb ladders and crawl into small spaces and are 
expected to join the workforce within the next decade. 
"A typical answer is that if machines will do all our work, we will be free to pursue 
leisure activities," he said. "I do not find this a promising future, as I do not find the 
prospect of leisure-only life appealing. That seems to me a dystopia. I believe that 
work is essential to human well-being. We need to rise to the occasion and meet this 
challenge before human labor becomes obsolete. What’s different this time is 
computer scientists are working on building machines that can out compete us in 
everything we can do. If machines can do all the work or even 50 per cent of the jobs 
that we used to do, what will people do?" 
(End of text 1) 

  

Source 
text 1 

Here is Text 2: 
Title: Robots can take over some of our jobs. But some things only humans can do by 
Brooks Rainwater from the Guardian 
From the grocery store to the factory floor, once common jobs have become tasks 
done by robots. This is going to have an ever-larger effect on the workforce. But 
instead of asking ourselves which jobs will be replaced, we need to shift the 
conversation to answer the question: what jobs do we want humans to do? 
We all need to focus on which jobs are the best use of humans’ unique talents and 
abilities, as well as which jobs will require peoples’ oversight and decision-making 
capacity. The macro-level policy discussion needs to advance from its current 
emphasis on job retraining and move towards one of job rethinking. 
By using machines for things they can do better and bolstering the areas where we 
thrive, it provides opportunities to allow humans to focus on creative thinking and 
problem solving. We could in fact see a new renaissance where automation unlocks 
more creativity and innovation in humans as people are freed from repetitive tasks and 
rote production roles that we have been saddled with for generations. 
Makers, today’s artisans, are creating, crafting and developing new and interesting 
ideas. We can move towards a future of hope – and a realization that there are areas 
of work in which creativity, craftsmanship and human judgment will always be superior 
to what a machine can do. 
(End of text 2) 

  

Source 
text 2 



 

 

 

90 

    

There are three score levels in this test: 1 being the lowest score and 3 being the 
highest. There are four dimensions in the rating scale. Each dimension is worth 
different amounts of the total score. The first dimension is Organization and it is worth 
30% of the total score. The second dimension is Arguments and Details and it is worth 
25% of the total score. The third dimension is Grammar and Lexis and it is worth 30% 
of the total score. The fourth dimension is Conventions and it is worth 15% of the total 
score. I'll share the descriptors for each score level. Then, I'll share two sample essays 
that exemplify each score level. You do not have to rate the sample essays. These are 
just for you to learn from. Then, you'll start rating a different set of essays that I will 
provide. 

  

Rating 
Criteria 
(Score 
Weighti

ng) 
 
 

    

 

          ChatGPT 

Alright, let's go ahead and take a look at the descriptors for each score level. Once I've got a grasp on 
those, you can share the sample essays and then the set of essays for rating. 

 
Turn #2 

    

         Researcher 
Here are the descriptors for each score level: 
Score level 1:  
Organization (Unity, Cohesion, Coherence, Relevance): 
-Essay is somewhat organized and maybe hard to follow.  
-Cohesive and transitional devices are used rarely or inappropriately.  
-Essay includes some irrelevant details. Paragraphs lack a focus or purpose of each 
paragraph is unclear.  
Arguments and Details (Supporting Details, Relevance): 
-Arguments are vague or underdeveloped.  
-Details and examples are mostly clear or relevant but need more explanation.  
-Sources are not integrated.  
Grammar and Lexis (Range, Accuracy, Appropriateness): 
-Writer shows control of simple grammar structures and attempts more complex 
ones.  
-Vocabulary is used with many repetitions or mostly based on the stimuli. Many words 
are not appropriately used.  
-Essay contains many grammatical and lexical errors which interfere with 
comprehensibility.  
Conventions (Spelling, Paraphrasing, Citing External Sources): 

  

Rating 
Scale 

Descript
ors 
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-Essay contains some misspellings which sometimes interfere with 
comprehensibility. 
-Text from the sources is used without paraphrasing. 
-Sources might not be cited. 
 
Score level 2: 
Organization (Unity, Cohesion, Coherence, Relevance): 
-Essay is adequately organized, but requires effort to follow.  
-Simple cohesive and transitional devices are used. Some might be used 
inappropriately.  
-Paragraphs display some evidence of unity but some redundancy and irrelevant 
information.  
Arguments & Details (Supporting Details, Relevance): 
-Arguments are mostly developed although more supporting details are needed.  
-Details and examples are mostly clear and relevant.  
-Sources are integrated though not skillfully.  
Grammar and Lexis (Range, Accuracy, Appropriateness): 
-Writer displays good control of simple grammar structures and some complex ones.  
-Writer uses a range of vocabulary with some repetitions.  
-Some words/phrases are not appropriately used.  
-Some grammatical and lexical errors might occasionally interfere with 
comprehensibility. 
Conventions (Spelling, Paraphrasing, Citing External Sources): 
-Spelling is mostly correct. Spelling errors are minor without interfering with 
comprehensibility.  
-Text from the sources is mostly paraphrased appropriately.  
-Sources might not be cited.  
 
Score level 3: 
Organization (Unity, Cohesion, Coherence, Relevance):  
-Essay is well-organized and easy to follow.  
-A wide range of cohesive and transitional devices are appropriately used.  
-Paragraphs display unity and a clear focus despite occasional redundancy and 
irrelevant information. 
Arguments & Details (Supporting Details, Relevance): 
-Arguments are fully elaborated.  
-Details and examples are clear, sufficient, and relevant to the topic and task.  
-Sources are mostly integrated skillfully.  
Grammar and Lexis (Range, Accuracy, Appropriateness): 
-Writer uses a wide range of grammar structures and vocabulary appropriately and 
accurately despite some minor grammatical and lexical errors. 
Conventions (Spelling, Paraphrasing, Citing External Sources): 
-Spelling is mostly correct. Errors are minor without interfering with comprehensibility.  
-Text from the sources is paraphrased appropriately.  
-Sources are cited appropriately.  
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Now here is the first one out of the two sample essays that exemplify level 1:  
[Sample essay text]  
Now here is the second one out of the two sample essays that exemplify level 1:  
[Sample essay text] 
Now here is the first one out of the two sample essays that exemplify level 2:  
[Sample essay text] 
Now here is the second one out of the two sample essays that exemplify level 2:  
[Sample essay text] 
Now here is the first one out of the two sample essays that exemplify level 3:  
[Sample essay text] 
Now here is the second one out of the two sample essays that exemplify level 3:  
[Sample essay text] 

  Sample 
essays 

 
   

Now, here are the 2 essays that we want you to rate based on the rating scale and the 
sample essays that you just saw. 
 
Essay 90: 
[Essay text] 
 
Essay 44: 
[Essay text] 

  
Giving 

ChatGP
T essays 

to rate  

    

 

 

          ChatGPT 

Given the descriptors provided for each score level, here is my rating of the two essays: 

Essay 90: 

● Organization (Unity, Cohesion, Coherence, Relevance): The essay does have an introduction 
and a conclusion, and it brings forth a few arguments against the proliferation of robots. 
However, the essay lacks coherence in some areas. There's an attempt to introduce evidence 
(reports, a professor's statement), but the details are vague. The coherence is disrupted by 
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unclear words and statements. There's a hint of paragraphs lacking a clear focus. This would 
fit the Score Level 1 criteria. 

● Arguments & Details (Supporting Details, Relevance): The arguments made are not fully 
elaborated. References such as "According to a report" and "According to a professor" are 
vague and lack specificity, making them less credible. The essay includes some irrelevant or 
unclear details. This also fits into Score Level 1. 

● Grammar and Lexis (Range, Accuracy, Appropriateness): The essay has many grammatical 
errors, and the vocabulary usage is mostly simplistic. Errors interfere with comprehensibility. 
This is a characteristic of Score Level 1. 

● Conventions (Spelling, Paraphrasing, Citing External Sources): There are spelling errors, unclear 
words, and the sources mentioned are not properly cited or detailed. This matches the Score 
Level 1 descriptor. 

Overall Rating for Essay 90: Score Level 1 

Essay 44: 

● Organization (Unity, Cohesion, Coherence, Relevance): The essay has a clear introduction and 
brings forth a few arguments in favor of robots. However, it lacks a conclusion and the overall 
organization can be confusing at times. There's a semblance of unity in the paragraphs but is 
not adequately organized. This seems to fit the Score Level 2 criteria. 

● Arguments & Details (Supporting Details, Relevance): The essay brings out some clear points 
such as the capability of robots to perform high-risk tasks and work continuously. But there's a 
need for more supporting details to strengthen the arguments. The lack of examples or 
external references to support arguments places this in Score Level 2. 

● Grammar and Lexis (Range, Accuracy, Appropriateness): There's an attempt at using a range of 
vocabulary, but several grammatical and lexical errors interfere with comprehensibility. This 
points to Score Level 2. 

● Conventions (Spelling, Paraphrasing, Citing External Sources): There are several spelling errors 
and no mention or citing of external sources. This aligns with Score Level 2. 

Overall Rating for Essay 44: Score Level 2 
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Turn #3-38 

         Researcher 
 
[Repeat Turn #2 with 2 new essays for ChatGPT to rate] 
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